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Abstract 

 
This study explored how synthetic data can be created to integrate multiple public health data 

sources, unlocking new analytic potential by extending variable coverage. It incorporated three 

public datasets: the Behavioral Risk Factor Surveillance System (BRFSS), National Health and 

Nutrition Examination Survey (NHANES), and National Health Interview Survey (NHIS). A data-

driven variable selection process was implemented, followed by a stepwise synthetic data pipeline 

incorporating Bayesian hierarchical modeling, propensity score matching, inverse probability 

weighting, variational autoencoding, and generative adversarial networks. Eight diagnostic cohorts 

were defined, and for each, seven synthetic datasets were created: three mono-synthetic (one per 

data source), three bi-synthetic (one per source pairing), and one tri-synthetic (combining all three 

bi-synthetic datasets). Correlation matrices and correlation shift metrics were used to assess 

structural fidelity relative to original datasets. Findings indicated that while dominant population-

level patterns were retained, variance and outlier representation diminished as data were abstracted 

through successive synthetic layers. This trade-off between generalizability and granularity was 

consistent across all cohorts. The resulting synthetic data products demonstrate the potential for 

integrating diverse sources while preserving population health trends, offering a scalable 

foundation for future research in public health modeling, data linkage, and hypothesis generation. 
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Chapter 1: Introduction 

Background 

Since the dawn of statistics, scientists have grappled with the challenge of generalizability, 

drawing samples from populations to identify patterns in variance that, by inference, could be 

extrapolated to broader populations. Out of statistics, data scientists in the health care domain 

developed epidemiology, the systematic study of trends in public morbidity and mortality. Random 

sampling methods leveraging surveys and examinations gave rise to large public use datasets for 

researchers to advance study of public health. Sample weights often accompanied variables from 

these datasets, intended for use in statistical generalizations of sample observations to the United 

States (U.S.) population(s) from which those random samples were drawn, usually calibrated using 

government Census data. 

Explosions of informatics solutions in the early 2000s were hand in hand with 

developments in computer technology and advanced analytics, leading to the surge of multiple 

artificial intelligence (AI) and machine learning (ML) algorithms complementing traditionally used 

statistical methods. Optimization problems once computationally prohibitive due to their 

complexity and scale have become solvable using these increasingly complicated and iterative 

processes. One outgrowth of such technologies is the study of synthetic data, artificially generated 

data that maintain the statistical properties of real-world observations from which they are derived. 

To date, most use cases for synthetic data involve preserving privacy, compensating for 

missingness, and mitigating sample biases. For example, healthcare system utilization data can be 

synthesized from real-world patient data to retain original patterns in variance without providing 

personal, identifying information, thus helping to protect source anonymity. In this process, 

missing data are often imputed using available datapoints, synthesized to retain a semblance of 

continuity across cases. When skews in known population representativeness are known, synthetic 



data approaches such as Synthetic Minority Over Sampling Technique (SMOTE) have been used 

to balance data by interpolating plausible examples from existing ones (Chowdhury, Ayon, & 

Hossain, 2024). My study introduces another application: synthesizing data by integrating multiple 

population-based sources to construct new datasets that preserve shared statistical structures across 

them. I focused on three large-scale public health datasets the Behavioral Risk Factor 

Surveillance System (BRFSS), National Health and Nutrition Examination Survey (NHANES), 

and National Health Interview Survey (NHIS) to explore how composite synthetic data could be 

used to enhance generalizability while maintaining fidelity to dominant population-level trends. 

Variables across BRFSS, NHANES, and NHIS encompass a wide range of types, 

including: continuous measures such as body mass index (BMI) and blood pressure; ordinal scales 

like self-reported general health status; and categorical items like race/ethnicity, insurance status, 

and vaccination history. Some variables are generally, consistently reported, and others (e.g., 

behavioral and diagnostic indicators) vary in their specific measurements across datasets. Overall, 

these pooled data form the basis of the synthetic datasets constructed in this study. 

Problem Statement 

Most public health datasets are cross-sectional to reality, capturing population variances 

using operationalized variables. Some health data, such as blood pressure and height, are directly 

observable, but others represent abstract concepts like mental health and race/ethnicity. One 

emergent phenomenon in public health data is the presence of conceptually equivalent variables 

(e.g., marriage state, race/ethnicity, income, depression, educational attainment, etc.) that have 

been differently mapped to datapoints dissimilar cutoff points and subtle differences in 

operationalization. This complicates direct empirical comparisons.  

While BRFSS, NHANES, and NHIS are all government funded, executed, and 

maintained, there have been no widespread efforts to merge their common conceptual variables, 



due to the lack of a unique identifier across all datasets. The resulting misalignments have 

degraded some public health science into ideology-driven political exercises, a tendency 

epitomized by the recent global COVID-19 pandemic.  

 In fact, concomitant ambiguities in data interpretation have become so pervasive, and in-

group/out-group communication channels so independent from one another, that a strong post-

modern sentiment has arisen around data analysis itself. An idea has promulgated that data can 

mean anything, depending upon how it is prepared and analyzed. This functionally reduces data 

science into a de facto menu for diverse pundit groups to find that bolsters their 

axiomatic presuppositions. Nevertheless, honest data science endures as an objective process, 

albeit one subject to insufficiencies in variable operationalization, sampling frames, and study 

designs.  

This conflation of bad science with the mathematical realities constraining correct data 

analytics is a big problem for data scientists to overcome. One of the most effective ways to 

combat this issue may be to improve discrimination between modeled maps and the territories 

they represent. No single model is complete, and no representative sample is the whole 

population.  

Similarly, recognizing that no single dataset or methodological approach provides a 

complete picture of the world itself, I propose a new domain for synthetic data study: the 

construction of increasingly comprehensive representations of dominant, population-level health 

dynamics derived by integrating multiple independent datasets. Rather than relying on any single 

flawed cross-section, my approach was to algorithmically synthesize collective insights from 

multiple generalized observations, preserving essential relationships while mitigating the 

limitations inherent to each individual source. 

 There are versions of a story in several cultures and times of an elephant that several 



blind men attempt to know. Positioned around the elephant, each describes only the part they 

have felt, believing it to characterize the whole elephant; the man in front describes a trunk, the 

one by its side feels its solid underbelly, and the fellow by one of the legs describes its 

foot. In the story, spirited arguments about the true nature of the whole elephant ensue, each 

observer reasoning in reference to his own limited experience of the whole. Cruickshank, 

Bastian, Blair, Chewar, and Sobiesk (2024) extend this metaphor to data education, but the same 

might be said of data itself, each set of variables at best reflecting but one part of the proverbial 

public health elephant. 

In the data science sphere, several researchers have developed novel ways of improving 

predictive performance by meshing multiple models into ensembles that can effectively balance 

separate limitations of each constituent model. This is not unlike the Central Limit Theory at the 

heart of epidemiology, the observation that as independent samples (of the same metaphorical 

elephant) are aggregated, their means tend toward a normal distribution, regardless of the 

underlying population distribution. In other words, combining observations might elucidate more 

holistic patterns in population health. 

This is the true problem my project seeks to tackle, a way to combine multiple public 

health surveys into a more complete reflection of underlying, dominant population-level data 

trends using synthetic data generating processes. Just as ensemble models reduce individual 

model biases and idiosyncratic errors, effectively yielding more robust and generalizable 

predictions, my research determined whether a synthetic dataset generated from 3 separately 

gathered public health datasets can, ironically, provide a more complete and accurate 

representation than any single, direct source can by itself. 

Research Questions (RQs) 

 RQ1: How do mono-synthetic, bi-synthetic, and tri-synthetic datasets compare in their 



generalizations of U.S. population health trends within specified diagnosis cohorts? 

 RQ2: How does synthetic data abstraction impact the retention of inter-variable structure 

and variance across population health cohorts? 

Objectives 

This task began by discerning general methods by which synthetic datasets could be 

created from BRFSS, NHANES, and NHIS source data. Data-driven methods needed to be 

selected to define variables complete enough for projection to the entire U.S. population. 

Common variables between data sources were mapped and recoded to preserve variance in each 

dataset. Lastly, definable cohorts across all source datasets were identified and used to delimit 

subsets of data from which three data synthesis activities then proceeded: 

1. Separate mono-synthetic (one source) datasets were created for retained variables 

from defined cohorts in: 

a. BRFSS 

b. NHANES 

c. NHIS 

2. Separate bi-synthetic (two source) datasets were created for cohorts using retained 

variables from distinct mono-synthetic combinations: 

a. BRFSS & NHANES 

b. BRFSS & NHIS 

c. NHANES & NHIS 

3. A single tri-synthetic (three source) dataset was created for retained variables from 

defined cohorts using all three bi-synthetic combinations.  

One aspect of this exercise required identifying ways to assess retention of intra-variable 

distributions (i.e., measures of central tendency) and inter-variable relationships within each 



cohort. By quantifying the extent to which synthetic data resembled single and combined sources, 

data-driven post hoc analyses of each synthetic dataset were used to assess pattern retention.  

Limitations of the Study 

There are several limitations in this study to keep in mind. Each source dataset provides 

data primarily derived by self-report. The entirety of BRFSS and NHIS data, and much of the 

NHANES data, are collected using surveys, so potential response, selection, sampling, and 

interviewer biases may impact the reliability of any associated data. Also, regardless of how 

effectively a synthetic dataset appears to maintain patterns in source variance, only subsequent 

direct measurements of falsifiable derivations can determine which outputs accurately reflect 

confirmable patterns within the actual U.S. population. 

The greatest examples of sample frame variability are found in BRFSS, as its source 

surveys vary significantly at the state level. While data-driven delimitation minimized these 

differences, generalizability remained a particular challenge with this dataset, suggesting that 

sampling frame incompatibilities would be an issue when combining it with NHANES and NHIS. 

For example, the 2023 public BRFSS release does not include any data specifically representing 

the populations of Kentucky or Pennsylvania; it remains unknown whether their inclusion would 

have statistically significantly impacted detection of signals within whole population variations.  

Relatedly, sampling frames differ greatly across the datasets, as shown in Figure 1 below. 

BRFSS data are collected at the state level, and although a shared core of survey items exists, 

variable weights are calibrated to reflect person-level estimates for each individual U.S. state. In 

contrast, NHANES and NHIS are designed as nationally representative samples, but even these 

differ in their weighting strategies: NHANES weights are constructed to generalize to the non-

institutionalized U.S. population at the person level, while NHIS weights aim to generalize at the 

household level. These fundamental differences in sample design and weighting introduce 



nontrivial challenges that could affect harmonization between datasets and subsequent generation 

of synthetic representations. While the pipeline was developed to minimize the effects of these 

discrepancies, the underlying structural heterogeneity of the datasets remains an important caveat 

to keep in mind when interpreting generalizability of synthetic outputs.  

 

 

Figure 1. Sampling frames of included public use BRFSS, NHANES, and NHIS data 
 

In a sense, part of this project served as a test of how synthetic data generation may help 

define the practical boundaries of generalizability itself. While the central aim was to identify 

associative relationships across weight-normalized, cross-linked variables spanning multiple 

source datasets, potential geographic differences such as correlative variation between states or 

regions were beyond the scope of this analysis. Although BRFSS includes representative 

samples from U.S. territories and individual states, no efforts were made to parse, harmonize, or 

analyze the full population by geographic subunit. Moreover, in past years, all three datasets have 

intentionally oversampled selected geographic or demographic subgroups. While this presents 

opportunities for future targeted analyses, such subgroup-specific investigations were 

intentionally excluded from the present study in order to maintain a focus on generalizable, 

population-wide trends.  



From an academic standpoint, this project directly engages a foundational limitation 

impacting all statistical analysis: the tension between global and local optimization. Within the 

context of modern data science, this can be reframed as a central question to what extent are 

global optima more appropriate than local optima for informing public health practice? 

Conventional epidemiological reasoning assumes that population-level trends and inter-variable 

relationships should inform standards of care and targeted health interventions, an approach 

predicated on the idea that identifying global optima maximizes collective benefit while 

minimizing collective harm. 

One persistent challenge to this approach lies in the tendency to overgeneralize from small 

subgroups, treating them as inherently distinct. This mirrors in-group/out-group phenomena and is 

often statistically unfounded. This study confronts that issue by attempting to detect patterns 

across all  adults meeting diagnostic criteria specifically, self-reported diagnoses of eight 

separately-considered chronic health conditions. The interpretability and utility of any synthetic 

dataset derived from BRFSS, NHANES, or NHIS depends, to a large extent, on the consistency of 

patterns that can be observed across these independently collected samples.   

At the same time, my cohort-based approach inherits the limitations of all de-

dimensionalizing categorizations. The assumption that valid generalizations can be made about, 

for example, all 30-39-year-old Hispanic men with asthma is itself an unprovable, axiomatic 

presupposition. Such assertions remain unfalsifiable unless every other potential predictor is 

controlled for a condition that is, in practice, unattainable. Because every individual is shaped 

by countless interwoven dimensions of biology, experience, and environment, the best that 

BRFSS, NHANES, and NHIS can offer is a descriptive map of variance, not an explanation for it. 

These data, while powerful, are inherently insufficient to support claims of causality. 

Furthermore, the fact that individuals across datasets may categorize themselves using 



consistent labels does not confirm the objective existence of those categories. Agreement across 

surveys may reflect acculturated consensus rather than inherent truth. This limitation sits at the 

foundation of my analysis: while accord across data sources may be methodologically helpful, it 

should not be confused with epistemic certainty. As such, this study does not seek to uncover 

and generalizability that can inform future synthetic data pipeline design.  

From an ontological perspective, one secondary contribution of this work is to highlight 

the tenuity of variable operationalization itself. A conceptual continuum exists between objective 

variables such as age, sex, educational attainment and more subjective interpretive variables, 

such as self-reported mental health. Table 1 provides a few examples of variables from each end 

of that continuum. At its core, this continuum may be best understood through the lens of 

falsifiability. My efforts to retain captured variance across datasets could offer one future way to 

probe this boundary, quantifying the comparative influence of dominant, objective trends in 

aggregate data and considering their relationships with more interpretive features within each 

cohort. 

Table 1. Variable Examples Across the Conceptual Continuum  
Variable Type Example Variables Source(s) 
Objective (Measured) BMI, systolic BP, cholesterol level NHANES 
Structured Self-Report Age, race/ethnicity, education level BRFSS, NHANES, NHIS 

Subjective Self-Report Mental health status, perceived stress BRFSS, NHIS 

 
NOTE: A detailed breakdown of variables used in the synthetic datasets, including their types and 
distributions, is provided in Chapter 3. 
 
 
 A few additional practical limitations also warrant mention. This study did not consider 

temporal dynamics like trends over time; only public data aligned to 2023 from each source were 

analyzed. To maximize comparability across datasets, the small percentage of records missing 

values for age, sex, or race/ethnicity were excluded. Finally, some recoding was necessary. While 



care was taken to apply these transformations consistently and transparently, it is possible that 

researcher bias may have inadvertently influenced certain decisions. For that reason and in the 

interest of transparent accountability, exhaustive methodological documentation is provided in 

Chapter 3 to enable reproducibility and independent evaluation.  

Definition of Terms 

Bi-synthetic dataset: A synthetic dataset created by integrating 2 different sources. 

Edited Nearest Neighbor (ENN): Martinez-Gost, Pérez-Neira, and Lagunas (2024) define ENN as  

-Nearest Neighbors (k-NN), 

 

Generative Adversarial Network (GAN): A pair of neural network models comprised of a  

generator and discriminator, in which the generator is tasked with creating like examples 

from training data, and the discriminator is tasked with the adversarial purpose of telling 

the real instances apart from the generated ones (Joshi et al., 2024).  

Mono-synthetic dataset: A synthetic dataset created from a single source. 

Principal Component Analysis (PCA): An unsupervised ML technique that reduces dataset  

dimensionality by transforming original correlated variables into a new set of uncorrelated 

variables called principal components (Rahmat et al., 2024). 

Propensity Score Matching (PSM): Statistical technique that estimates the probability of an  

observation belonging to a particular group or dataset based on a defined set of 

overlapping covariates, used to match or weight observations across different datasets 

(Lee, Leite, & Leroux, 2024).  

Synthetic Data: Data generated using a purpose-built mathematical model or algorithm, with the  

 

Synthetic minority over-sampling technique (SMOTE): An over-sampling method to deal with  



data imbalances by generating new minority-class samples from existing ones (Liaw, Tan, 

Goh, & Lim, 2025).  

Tri-synthetic dataset: A synthetic dataset created by integrating 3 different data sources.  

Conceptual Framework 

As outlined above, synthetic data is approached here as a means of effectively integrating 

multiple public health data sources, each representing independent samples of the U.S. 

population. Ideally, the resulting combinatorial datasets should balance source-specific biases 

while preserving the underlying variable distributions and relationships present across datasets. A 

precursor to this idea can be found in Voas 

microdata through combinatorial optimization a stochastic process in which a randomly 

selected set of values from a larger-area dataset is iteratively refined by evaluating candidate 

swaps and retaining those that improve fit to smaller-area constraints. While their approach 

sought to synthesize local data consistent with broader geographies, the method developed in this 

study instead interpolates across multiple national datasets, reconstructing synthetic populations 

that capture consistent patterns found across overlapping samples. In doing so, the goal is not to 

model a subset from a greater whole, but to approximate the structural overlap between 

independent representations of the same population.  

 This process may be best understood through analogy. Just as deep learning algorithms 

can infer human affect from visual data by detecting structural regularities within facial 

expressions, synthetic data generation in public health seeks to infer population-level 

relationships from statistical signals. In their work on facial expression recognition, Guarnera, 

Giudice, and Battiato (2024) demonstrate that convolutional neural networks can extract 

thousands of discrete features across facial subregions to accurately predict human sentiment. 



of population health a bounded cluster of variables encoding aspects of public experience. 

These datasets are, in effect, facets of the same face, each offering partial representations. 

Synthetic data, then, becomes the reconstruction of that face; not a perfect copy, but a statistically 

plausible one. Just as artificial facial models retain coherence by preserving internal relationships 

across eyes, mouth, and brow, so too do synthetic datasets mimic population structure by 

preserving interrelationships between variables, even as some of the original granularity is 

smoothed in the process. In this sense, public health data science is the search for consistency 

across facets patterns in variance that, when aggregated, reveal the shared shape of population-

level reality.  

Summary 

 Multiple public datasets have been released by U.S. government agencies to describe 

population health, including BRFSS, NHANES, and NHIS. Though their sampling frames and 

variable operationalizations differ, each provides a core set of similar measurements that after 

harmonization and weight-adjustment can be used to inform a more holistic view of population 

health. This study applied a data-driven variable selection process to maximize population-level 

generalizability, and defined a synthetic data generation pipeline capable of melding multiple 

sources into composite representations. These synthetic outputs aimed to capture broader 

expressions of population variance than any single data source could offer in isolation.  

 The approach rested on foundational developments in AI and ML, including Bayesian 

hierarchical modeling (BHM), propensity score matching (PSM), inverse probability weighting 

(IPW), dimensionality reduction, as well as generative architectures such as variational 

autoencoders (VAEs) and generative adversarial networks (GANs). These methods were 

integrated to construct mono-synthetic, bi-synthetic, and tri-synthetic datasets across eight 

diagnostic cohorts. Particular attention was paid to the structural retention of intra-variable 



variance and inter-variable relationships across synthetic tiers, contributing both methodological 

and philosophical insight into the balancing of generalizability with preservation of individual-

level variation within public health research.  

 As such, this work rests on significant achievements in the AI/ML space, the most 

relevant of which are listed and explored in Chapter 2 alongside more detail on each data source 

and how researchers have approached related work.  

  



Chapter 2: Literature Review 

Introduction 

 In this chapter, a thorough literature review provides background and context for my study. 

After describing my three data sources BRFSS, NHANES, and NHIS related synthetic data 

efforts are covered. Precedents for data-driven feature selection and synthetic data generation are 

investigated. After this, several adjoining, foundational topics are explored, including: 

preprocessing, PSM, dimensional reduction techniques, variational autoencoding, and GANs. 

Finally, gaps in the existing literature are identified, clarifying the unique contributions of this 

study and its relevance to ongoing work in public health data science and synthetic data modeling. 

Literature Review 

Selected Public Health Data Sources 

 The ability of any synthetic data to accurately represent the world is bounded by the 

efficacy and representativeness of its source data. My project uses three public use files hosted by 

the Centers for Disease Control and Prevention (CDC): BRFSS, NHANES, and NHIS. 

 BRFSS. According to CDC (2022a), BRFSS collects data for adults across all 50 states via 

phone surveys, completing over 400,000 interviews each year within U.S. states and territories. 

The 2023 release contains data from 433,323 surveys conducted across 48 of the 50 U.S. states, as 

there were insufficient data from Pennsylvania and Kentucky to meet minimum requirements for 

inclusion in the released public dataset (CDC, 2024a). 

According to the BRFSS overview, states elect to ask respondents different ancillary 

questions in addition to core component questions that must be administered per BRFSS guidelines 

(CDC, 2024b). Over the last several decades, these common survey questions incorporated 

suggestions made by myriad other federal agencies, including the Health Resources and Services 

Administration, Veterans Administration, and the Substance Abuse and Mental Health Services 



Administration (Mokdad, 2009). The resulting common set of variables support cross-state 

comparisons and nationwide analyses on a variety of topics.  

BRFSS data have been used by public health researchers in several consistent ways, one of 

the most prolific being the study of disease predictors across substrata of the U.S. population. This 

is the most common use of ML modeling with this dataset. For example, one study compared the 

ability of Gaussian Naïve Bayes, Decision Tree, and Artificial Neural Network (ANN) models to 

predict diabetes cohorts and found that ANN achieved the highest accuracy (84.73%) (Prasetyo, 

Izhidar, & Nabiilah, 2024). Another study conducted by Prasetyo and Izdihar (2024) leveraged 22 

features from 2015 BRFSS data in a multi-layer perceptron neural network model to predict the 

diabetic cohort at an 84.91% accuracy. 

A second constellation of BRFSS use cases considers prominent correlates of behavior 

patterns between parcellated demographic subgroupings. Erhabor and colleagues (2023) employed 

simple age-adjusted prevalence estimates with BRFSS data from 2021 to ascertain e-cigarette use 

relative to combustible cigarettes. Another study ran logistic regression models on pooled BRFSS 

data from 2017, 2019, and 2021 to examine whether lipid lowering therapy is associated with 

receipt of influenza vaccine (Slavin, Berman, Gaba, Hoshi, & Mittleman, 2024). This latter study 

added a stepwise series of control variables to confirm that the statistically significant association 

persisted.  

The third most common group of analyses involve abstracted clusters of collinear variables 

spanning social, economic, and behavioral contexts. These correlates, referred to loosely as social 

determinants of health (SDoH), remain common terrain for social scientists, even though 

socioecological variables have been studied since the 1950s and their interactions have been well 

known for decades. A surprising amount of these studies primarily reflect the tautological 

presuppositions of authors with respect to causes and mitigations of inequality, making this leg of 



public health data research meritless from the perspective of empirical data science methodology.  

My literature search also unveiled inconsistencies found across public health surveys. For 

example, one study found that the BRFSS data on self-reported vision problems was 1.7 times 

higher than the equivalent measurement from the American Community Survey

Brault, Wittenborn, & Rein, 2024, p. 1). These authors suggested that 

nonresponse bias or question priming could explain the difference, but this was conjecture. Other 

differences are easier to explain, such as those between self-reported BMI in BRFSS and those 

derived through in-person NHANES examinations (Banack, Smith, Bodnar, 2024). There is a 

startling lack of research comparing similar variables across BRFSS, NHANES, and NHIS. 

NHANES. Also managed by CDC, the latest public use NHANES release includes survey, 

examination, diet, and laboratory data gathered from August 2021 to August 2023 (CDC, n.d.-d). 

NHANES source data are provided in 63 separate files to enable easier downloading and analysis 

of adult and child health. In addition to survey responses and dietary logs, laboratory blood tests 

and mobile exam data are also included (CDC, n.d.-c). Its random samples are national in scope, 

making it a popular source of generalizable observations on myriad population health 

characteristics.  

 As with BRFSS data, one of the most popular uses of NHANES data is to estimate disease 

and risk factor prevalence, usually with straightforward statistical techniques. Kalligeros and others 

(2023) used these data to project nonalcoholic fatty liver disease, high-risk nonalcoholic 

steatohepatitis, and fibrosis in a subsegment of adults meeting specified BMI criteria. Tang, Jones, 

Fan, and Wong (2025) looked at direct blood pressure readings in NHANES examination data to 

1).  

 General variable associations are also studied, often in ways that bridge survey data with 

laboratory or examination findings. Zhang and colleagues (2024) combined data on serum levels of 



- with self-

reported migraines (p. 1). Prevalence estimates and variable associations powered by simple 

statistical tests suffuse the literature, consisting mostly of cyclically redundant updates with 

findings of re-observed trends each time new data are published. 

 More advanced ML techniques are increasingly being applied to similar ends. For example, 

Vangeepuram, Liu, Chiu, Wang, and Pandey (2021) trained a Bayes-based classifier to predict pre-

diabetes and diabetes in NHANES child data using well-known predictors, and another publication 

concluded that neural networks can predict both individual conditions and clusters of conditions 

better than simpler multivariate models. These publications exemplify potential uses of derived 

synthetic data outputs and indicate how researchers tend to use available public data.  

NHIS. This nationally representative survey also captures data intended to monitor U.S. 

public health. Data are collected from about 27,000 adults, 

CDC, n.d.-b, p. 1). Unlike BRFSS 

and NHANES, whose fundamental sample unit is the person, NHIS weights are intended to 

represent U.S. households. The 2023 NHIS public release is provided in separate files for adult and 

child data, 647 variables of which are in the adult file and span everything from self-reported 

chronic disease diagnoses and life satisfaction to family history of cancer and health behaviors 

(CDC, n.d.-a).  

 Popular use of NHIS data follows the same research pathways of other public health 

datasets. For example, Vahratian and colleagues (2024) performed basic statistical tests on 2022 

NHIS data to measure post-COVID declines in physical activity. Martinson and Lapham (2024) 

use survey-reported immunosuppression to estimate its national prevalence. These kinds of 

analyses are by far the most common, including subgroup comparisons across demographics and 

timeframes. 



 ML research applications of NHIS data resemble those of other public health datasets as 

well. Using a gradient boosting framework with random forest modeling, Zhao and Chen (2024) 

retrospectively predicted parent-reported childhood depression. Notwithstanding the tautological 

conceptual framework informing their conclusions, Libin, Treitler, Vasaitis, and Shao (2024) 

introduced an analytics pathway whereby resampling methods and GAN-created synthetic data 

were used to iteratively explore persisting differences across cohorts. This is not unlike the 

approach adopted by Xie and Xu (2024) in their exploration of child asthma variables from 2021 

and 2022 NHIS data; several under- and over-sampling ML methods and downstream models were 

built and compared, with the finding that logistic regression performed best with under-sampled 

data. Sometimes simpler models work better. 

Data-driven Feature Selection 

A few prominent literature trends in AI/ML-driven feature selection within the public 

health domain were identified, though Staerk (2024) meta-analysis of 

subject-  (p. 370). They 

observed fewer data-driven variable selections in the academic literature of 2019 compared to 

either 2015 or 2008, noting that -driven 

(Staerk, Byrd, & Mayer, 2024, p. 370). This is largely consistent with my above observations on 

recent BRFSS, NHANES, and NHIS use: generally driven by top-down conceptual frameworks 

axiomatically predefined by experts,  culminating in unproven (and sometimes 

unfalsifiable) claims of associations linking abstracted variables together in conclusion sections 

filled with ,   be so, either right now or in 

the future. 



 That said, many data-driven variable selection processes are featured in multiple 

publications. A study of autosomal dominant polycystic kidney disease used standardized mean 

differences and group-based trajectory analysis to identify differentiating features between groups 

(Staerk, Byrd, & Mayr, 2024). Sharma and Sharma (2024) show the benefits of feature selection 

using a ranker algorithm on diabetes predictors used in their cross-comparison of several well-

known supervised ML models BayesNet, Support Vector Machines, Naïve Bayes, Logistic 

Regression, and k-Nearest Neighbors. This iterative approach to find the best model distinguishes 

machine learning from traditional epidemiological investigation. 

 A panoply of data-driven epidemic models can also be found in the literature. Chen, Janies, 

Paul, and Thill (2024) recommend versions of long short-term memory deep learning as 

alternatives to straight-forward feature selecting algorithms, stressing its ability to incorporate 

This approach was consistent with the 

several emerging, innovative algorithms poised to maximize productive use of an increasingly 

digitized healthcare space (Dhinakaran, Raja, Thiyagarajan, Jasmine, & Raghavan, 2024; 

Kaliappan et al., 2024; Sakagianni et al., 2024). Overall cautious optimism abounds that data-

driven approaches, both in supervised and unsupervised ML models, may be evolving to handle the 

increasing expanse of data available to public health research globally. 

Synthetic Data 

One fecund area of study at the cross-section of supervised and unsupervised ML is the 

domain of synthetic data creation. Progenitors of data synthesis approaches abound

bootstrapping, data imputation techniques, Monte Carlo simulations but AI/ML deep learning 

algorithms have exponentially extended this capability. Dimensionality reduction algorithms, 

including PCA but also t-distributed Stochastic Neighbor Embedding, Uniform Manifold 



Approximation and Projection, and Non-metric Multi-Dimensional Scaling 

the fidelity of a [synthetic] (Bodu, 

Etminani, Soliman, & Rögnvaldsson, 2014, p. 6). This extends to eigenvalues and eigenvectors 

unintelligible to people but nonetheless able to maximize identification, preservation, and synthesis 

of data instances retaining variances in any available source data. 

The most common uses of synthetic data in the healthcare space are to protect privacy, 

handle missingness in data, and compensate for under-representation of both minority classes and 

small sample sizes (Arora, Wagner, Carpenter, Jena, & Keane, 2024; Dragi, Wang, Myles, & 

Tucker, 2024; Koetzier et al., 2024; Qian et al., 2024). In the healthcare space, data inputs used in 

the creation of synthetic instances include patient data in electronic health records, physician notes, 

radiological images, and even sound clips. For instance, Nomani and others (2022) describe the use 

of a convolutional neural network model to discern breast cancer from radiological scans with a 

specificity of 98.8%, demonstrating likely practical benefit to patients.  

There are also several articles emphasizing the potential of synthetic data to effectively 

compensate for small sample sizes. Instead of using sampling with replacement to inflate available 

data rows

synthetizing new examples consistent with existing ones exemplifies the nature of this approach. 

Maldonado, Vairetti, Fernandez, and Herrera (2022) developed a version of this that is less 

sensitive to the tendency of high-  

(p. 4

However, the core idea remains to maintain observed distributions, 

interactions, and relationships found in the original data from which synthetic instances are 

derived.  

My project seeks to integrate multiple datasets while preserving inter-variable relationships 



within defined diagnostic cohorts. Although this approach is novel in the context of public health 

survey integration, there is some precedent in the synthetic data literature. A comprehensive meta-

analysis of 417 published synthetic data generation models highlighted two particularly relevant 

findings: first, that reinforcement learning combined with recurrent neural networks can enable 

reward-based training of synthetic data generators, leading to improved output fidelity; and second, 

that pairing a classifier with a GAN can refine synthetic outputs while reducing the volume of 

required training data (Bauer et al., 2024, p. 74). More broadly, Bauer and colleagues (2024) also 

indicated that GANs remain one of the most widely adopted frameworks in synthetic data 

generation, reinforcing the methodological relevance of my use of GANs in this study. 

Build on these methodological innovations, Wang, Simpson, and Nguyen (2025) extend the 

field further by applying Ensemble k-Nearest Neighbors with Centroid Displacement to refine 

distinct synthetic data outputs created by multiple trained models before selecting the top three 

using density scores to assess cluster classification homogeneity. This complex pipeline approach, 

from preprocessing and dimensionality reduction to resampling and post-synthesis refinement, 

seems to typify many synthetic data creation efforts. 

One last pattern that I found in the published literature on synthetic data involved concerns 

regarding the proper assessment and mitigation of sample biases (Shahul Hameed, Qureshi, & 

Kaushik, 2024; Hall, van der Maaten, Gustafson, Jones, & Adcock, 2022). Some researchers claim 

that AI algorithms contribute to entrenching or worsening existing biases, as generated instances 

by definition conform to patterns in inputs, including any present data biases (Wyllie, Shumailov, 

& Papernot, 2024). Others suggest mitigations, such as post-processing techniques (Baumann, 

Castelnovo, Crupi, Inveradi, & Regoli, 2023) or intentional bias amplification and comparisons 

with non-amplified outputs (Ko et al., 2023). 

According to the literature, the problem of data bias is multifaceted and difficult to resolve, 



particularly in areas of research where available data are insufficient to support definitive 

hypothesis testing. In domains where clear, falsifiable outcomes exist such as predicting obesity 

or tracking tumor size claims of bias are easier to evaluate: a patient either has a BMI over 30 or 

not; either a tumor is either smaller than it was last month, or it is not. This clarity helps explain the 

popularity of computer vision applications within the AI/ML literature; classification tasks are 

inherently falsifiable, making model training and evaluation relatively straightforward (e.g., the 

picture has a helicopter, or the face has a beard).  

Pang, Shafieinejad, Liu, and He (2024) suggest that synthetic data may help address data 

scarcity in healthcare by preserving inter-table relationships using clustering-based intermediate 

variables. However, when data are either unavailable or too far abstracted from directly measurable 

phenomena, the data bias problem becomes increasingly intractable often devolving into 

competing researcher claims that cannot be empirically resolved.  

Technological Methodologies 

 A plethora of AI/ML pipeline components are presented in the literature whereby source 

data elements can be synthesized to advance various ends, but there are four approaches of 

particular import to my purposes: PSM, VAEs, PCA, and GANs. A targeted appraisal of 

publications leveraging these approaches as part of synthetic data creation follows. Articles 

typifying their use in the healthcare domain and/or utilizing BRFSS, NHANES, or NHIS data have 

been selected when both available and optimally representative of the available literature. 

PSM. An effective way to mitigate data biases, PSM adjusts for confounding by estimating 

the probability (propensity score) of a record being classified in one category or another. Matching, 

stratification, and regression adjustment use these scores to balance groups and reduce bias in 

effect estimations (Juwara, El-hussuna, & El Emam, 2024). Maekawa, Tanaka, Ogawa, and Roehrl 

(2024) similarly observe that PSM reduces data biases by minimizing the impact of feature 



confounders through quantitative 

 This explains why propensity score weighting has been found to enhance causal 

inferences in business outcomes (Delias, Trygoniaris, & Mittas, 2024).  

 In the synthetic data space, propensity scores have even been used to determine the 

likelihood of a record being real or synthesized (Basri, 2024), but PSM is usually applied in either 

pre- or post-processing to balance class representations. Notably, generalized propensity scores 

have extended PSM to cases spanning multiple treatment levels, allowing for better adjustment of 

confounders when balancing across various treatment intensities. Finally, Ek and Zachariah (n.d.) 

suggest that PSM can help assess the generalizability of randomized controlled trials (RCTs) by 

reweighting trial participant groups to better resemble a broader target population, improving the 

external validity of any following findings. Each of these approaches applies weights to one or 

more datasets, comparing, balancing, and/or ensuring proportional representation. 

PCA. This dimensionality reduction technique is commonly applied to public health data in 

conjunction with predictive ML models. It enables model construction by transforming correlated 

variables into orthogonal principal components, each ordered by the proportion of variance they 

explain (Tachie, Obiri-Ananey, Tawiah, Attoh-Okine, & Aryee, 2023). By retaining only the 

components that account for the majority of variance, PCA is frequently used to evaluate how well 

the variance structure of synthetic data mirrors its source data. In some cases, PCA has also been 

integrated directly into the synthetic data generation pipeline itself, serving as a preprocessing step 

to improve feature representation and reduce noise prior to generative modeling.  

For example, one study leveraged PCA to reduce high-dimensional data into a smaller set 

of principal components, which were then used to examine the association between chemical 

exposure and blood pressure (Guo et al., 2024). Similarly, Colosimo (2020) leveraged PCA for 

continuous data and correspondence analysis of categorical data in his diabetes study using BRFSS 



data. Such examples are rife in the literature, revealing 

dimensionality reduction in public health research. 

In fact, the use of this approach is surprisingly common. In their NHANES-based study on 

non-alcoholic fatty liver disease, Carrillo-Larco and colleagues (2022) applied PCA to 10 

predictors, selecting the four principal components explaining over 95% of data variance. Eckart 

and Sharma Ghimire (2025) used PCA to reduce over 70 NHANES data features associated with 

diabetes risk, reducing them to 10 principal components that retained over 75% of the original 

variance. This growing reliance on PCA for both real and synthetic data applications underscores 

its versatile utility in the data science armamentarium. 

 Lastly, several studies have incorporated PCA-based feature extraction methods into both 

the generation and evaluation of synthetic data. PCA has been widely used as a comparative 

benchmark to assess structural fidelity between real and synthetic datasets (Dankar & Ibrahim, 

2022). Park (2023) demonstrated that synthetic data generated using probabilistic PCA can 

outperform sequential regression-based multiple imputation methods, such as those used in the 

widely adopted synthpop R-package. Synthetic Data Vault (2024) employes a 

more diverse toolkit including probabilistic graphical models (e.g., Bayesian networks), deep 

learning architectures such as VAEs and GANs, and copula-based models to produce synthetic 

data, but does not rely on PCA as a core component of its generative process.  

VAEs. Researchers at the cutting edge of data science are incorporating VAEs into their 

synthetic data generation process. According to Berahmand, Daneshfar, Salehi, Li, and Xu (2024), 

VAEs are an unsupervised neural network model that employs backpropagation to encode data into 

a lower-dimensional latent space, generating new samples that resemble the input (p. 28). As 

generative models that rely on probabilistic encoding, VAEs introduce controlled variability into 

the synthesized data. It is debated whether this increased variability enhances or diminishes the 



generalizability of the data to any whole population. 

The literature also indicates that VAEs can be incorporated into other ML synthetic data 

technologies. Akkem, Biswas, and Varansi (2024) showed that VAEs can be used in conjunction 

with GANs to create realistic synthetic data in the crop industry. In healthcare, versions of VAEs 

have been used to generate synthetic electronic patient records (Nikolentzos, Vazirgiannis, 

Xypolopoulos, Lingman, & Brandt, 2023; Biswal et al., 2021), as well as projected time-series 

variational matrices resembling advanced Monte Carlo simulations (Dodda, 2024). Utilized 

VAE GAN combinations iteratively refine outputs until the adversarial neural network 

cannot readily discern between generated synthetic and source data samples (Alqalaity & Yang, 

2024). From agriculture to healthcare, VAEs have been used to generate synthetic data that 

preserve complex patterns and maintain the statistical fidelity of their source datasets. 

A striking example of VAE use with NHANES data comes from Titar and Ramanathan 

(2024), who applied a tabular variational autoencoder (TVAE) to model physiological 

determinants of drug dosing (PDODD) across renal, hepatic, metabolic, and cardiac disease states. 

Using the Synthetic Data Vault library in Python, they trained a TVAE on a dataset containing 20 

biomarkers and 13 disease status variables, derived from NHANES data, to simulate synthetic 

patient profiles. Their study assessed how well the generated data preserved the joint distributions 

of key biomarkers through univariate, bivariate, and multidimensional projection analyses. The 

TVAE successfully captured the structure of continuous PDODD biomarkers, demonstrating its 

utility as a synthetic data generation tool for clinical trial simulations. 

GANs. In a narrative review of 70 studies on synthetic data generation in healthcare, GANs 

feature prominently as a central technique applicable to a wide range of applications (Murtaza et 

al., 2023). They are frequently used in privacy-preserving contexts, particularly for synthesizing 

electronic health records and biomedical imaging data. GANs have generated realistic patient 



datasets that retain statistical fidelity of source samples, facilitating both predictive modeling and 

research validation. They are also frequently used for data augmentation, improving machine 

learning model performance when data are sparse or imbalanced. However, GANs are susceptible 

to mode collapse a phenomenon in which synthetic outputs display limited variability within 

certain distributions, often replicating dominant patterns while failing to capture rare or outlier 

cases. 

Literature Review Summary 

This chapter presented a comprehensive literature review and established the foundation for 

my study. It began with an evaluation of three key public health datasets BRFSS, NHANES, and 

NHIS detailing their structure, data collection methodologies, and primary applications in 

research. Prior studies predominantly employed these datasets for estimating disease prevalence, 

analyzing demographic correlates of health behaviors, and advancing SDoH conceptual 

frameworks. Despite decades of use, few studies have systematically compared parallel variables 

across public health datasets. 

A substantial proportion of the literature particularly within the socioecological/SDoH 

domain was hypothesis-driven, aiming to explore abstract social constructs to explain why or 

how observed differences between groups arise. These top-down conceptual frameworks often 

produced conclusions that were ultimately unfalsifiable, as reflected in the prevalence of cautious 

language about what could, might, or may be the case. This is not to suggest that these hypotheses 

are necessarily incorrect, but rather that such explanatory models fall outside the scope of hard data 

science. Their emphasis on speculative or interpretive social mechanisms, rather than empirically 

verifiable patterns, aligns more closely with ongoing academic discourse than with the 

methodological focus of this study, which prioritizes reproducibility, falsifiability, and quantifiable 

structure over narrative explanation. 



A second focus of this review was data-driven feature selection in public health research. 

While traditional epidemiological studies continue to rely on expert-defined variables, recent 

literature reflects an increasing, albeit inconsistent, adoption of AI/ML-driven methods. Feature 

selection techniques such as Bayesian classifiers, ranker algorithms, and long short-term memory 

networks have been effectively leveraged in disease prediction models, yet the field remains in 

transition, with many studies still adhering to predefined statistical models for feature selection. 

Synthetic data generation represents a major area of methodological advancement at the 

intersection of supervised and unsupervised learning. The review explored various approaches, 

ranging from classical statistical resampling techniques (e.g., bootstrapping, imputation) to more 

advanced AI/ML methods. PCA and other dimensionality reduction algorithms are playing a key 

role in maintaining and evaluating the fidelity of synthetic datasets to their source data. PCA is also 

often used to help preserve underlying data variation, distributions, and cross-variable 

relationships. In the healthcare domain, synthetic datasets have been used to address privacy 

concerns, mitigate data scarcity, and enhance representation of under-sampled cohorts. Notably, 

techniques such as SMOTE and generative modeling strategies such as reinforcement learning-

based synthesis are being increasingly applied to improve class balance in predictive models. 

The final section of this literature review examined the methodological landscape of AI-

driven synthetic data generation, emphasizing four key techniques: PSM, VAEs, PCA, and GANs. 

While GANs dominate the field, emerging hybrid approaches are offering promising avenues for 

improving the reliability of synthetic data outputs. A recurring challenge mentioned in the 

literature involves propagation of biases in data within synthetic datasets, such as in cases where 

training data contain inherent demographic or relational biases. 

My study builds upon prior findings by applying cross-dataset synthesis techniques to 

preserve inter-variable relationships across BRFSS, NHANES, and NHIS wherever sufficient data 



overlap exists, while systematically addressing inconsistencies across sources. By leveraging 

recent advancements in AI- and ML-driven synthetic data generation, this research offers an 

innovative methodological framework supporting a more holistic analysis of public health using 

synthetic data. 

 



Chapter 3 

Introduction 

 This chapter begins with an important note regarding the treatment of Primary Sampling 

Units (PSUs) and strata variables within the source datasets. I then describe the study population 

and present raw descriptive statistics for each input dataset. This is followed by a detailed overview 

of data preparation procedures, including dataset-specific handling strategies for BRFSS, 

NHANES, and NHIS. Criteria for cohort construction are outlined, along with my approach to 

data-driven core feature selection. Finally, I describe the procedures used to generate and evaluate 

the intra- and inter-variable fidelity of derived mono-, bi-, and tri-synthetic datasets relative to 

corresponding base data.  

PSUs and Strata Variables in Source Data 

 As introduced in Chapter 1, the aim of this project is not to infer population-level estimates 

with precise standard errors and confidence intervals, but rather to generate synthetic microdata 

that preserves dominant variable distributions and inter-variable relationships of the source data. 

Consequently, the PCA, VAE, and GAN techniques applied here are trained to replicate primary 

structural relationships of public health data using the survey weights assigned to each original 

generalized record. This approach ensures representativeness without requiring the explicit 

modeling of PSU and strata identifiers, especially given the integration of BHM PSM IPW to 

maintain balance on key cohort-defining variables (i.e., age, sex, race/ethnicity, disease status) for 

synthetized bi- and tri-synthetic datasets. 

Conceptually, this becomes increasingly relevant under two specific conditions: 

1. When local optima are sought, as variance tends to increase with granularity. 

2. When discrepancies exist between global and local optima, such as structural differences 

across PSUs or strata.   



These considerations are critical because PSUs and strata are designed to account for clustering 

and stratification effects in complex survey designs. Excluding them entirely could result in 

misestimation of variance within specific subpopulations. However, this risk is mitigated in the 

synthetic datasets through the use of independent survey weights collectively derived via a 

Bayesian Hierarchical Model (BHM) from BRFSS, NHANES, and NHIS each representing 

distinct yet overlapping samples of the U.S. population. Ultimately, PSU and strata variables, along 

with base survey weights, were excluded prior to PCA due to their dominant explanatory power 

and foundational role in shaping the structure of the source data. 

 In short, while the synthetic data pipeline does not explicitly reconstruct complex survey 

design elements for formal inference, it incorporates their structural influence indirectly through 

the BHM PSM IPW pathway, helping to retain subpopulation variability within each cohort 

across synthetic outputs.  

Study Population 

 All BRFSS, NHANES, and NHIS samples were drawn from the U.S. populace, with each 

dataset providing variable weights to generalize observations to the broader population (CDC, 

2024a; CDC, n.d.-b; CDC, n.d.-d). However, sampling frames vary; variable weights within and 

across sources sum to different totals, and whereas BRFSS and NHIS data were published for 

2023, aligned NHANES data reflect a 2-year sample frame overlapping the majority of 2023 

(August 2021  August 2023). Initial variable exclusions, descriptive statistics, and details of 

generalizable populations from each data source are provided below.  

For reproducibility, note that variable names across all files beginning with an underscore 

(e.g., _PSU, _STSTR) were appended conform variable names to Python 

requirements (e.g., x_PSU, x_STSTR, etc.). All steps of this process were conducted using Python 

code and libraries inside of a virtual environment with Python v3.12.6 in Visual Studio Code 



v1.97. 

BRFSS 

Significant variations in BRFSS questionnaires exist across states, though a core set of 

common questions is required from all participating jurisdictions. In 2023, public-use BRFSS data 

did not contain responses from Kentucky or Pennsylvania. Data were downloaded from CDC 

(2024a), with the full file containing 350 unique variables representing survey responses from U.S. 

adults.  

BRFSS includes hundreds of self-reported health and behavior variables, with a noticeable 

focus on chronic disease risk factors, preventive care, and lifestyle behaviors. Variables vary in 

format, but examples of available variables include: 

 Categorical (nominal) data: Whether respondents had ever been told they had certain 

diseases, received immunizations, struggled with seeing or hearing, and experiences of 

lasting symptoms associated with COVID-19. 

 Ordinal data: Self-reported level of general health, amount of time since various kinds of 

cancer screenings, level of arthritic joint pain, household income, and overall life 

satisfaction. 

 Continuous data: Number of minutes spent performing various exercise activities each 

week, BMI, number of cigarettes smoked every day, and number of A1C tests received in 

prior year. 

Of the 350 BRFSS variables, sixty were excluded for being administrative (e.g., survey 

date variables that are inherently nonpredictive), completely blank on account of being suppressed 

in the public release file, or explicitly redundant (e.g., multiple sex and race/ethnicity variables, or 

raw measurement variables like HEIGHT3 and WEIGHT2, which are used to derive calculated 

features such as BMI). The primary key variable SEQNO, was also dropped, as BRFSS is delivered 



as a single flat file with no need for joins. Additionally, The variable USEMRJN4 was removed due 

to its absence from the codebook and the near-total missingness of its values.  

The PSU variable (x_PSU) was excluded as well, given its redundancy with BRFSS strata 

and weight variables (x_STSTR and x_STRWT), which already account for the complex survey 

design, including stratification and subsample weighting. This filtering process resulted in a final 

set of 290 variables, including the two strata variables and final record weighting (x_LLCPWT). 

According to BRFSS final weights, the 2023 dataset is intended to represent 254,139,829 U.S. 

adults. A distribution of BRFSS variable representativeness can be seen in Figure 2 below.  

 

Figure 2. Variable Proportions of Total BRFSS Representativeness of 287 non-weight values 
 

Each dot in Figure 2 represents one of the 287 non-weight/strata variables (x-axis) and its sum of 

weights for records containing any non-null value after replacing empty strings and single-space 

values with NaNs. Variable generalizability varies widely, with a mean representativeness ratio of 

.504, median representativeness of .469, and standard deviation of .423. These differences are 

mostly due to state-level variances in included survey questions. This project focuses on national 

generalizability, so only sufficiently representative variables were retained; this filtering was 



incorporated directly into the data preparation pipeline.  

NHANES 

 Public NHANES data for 2023 are provided in 63 separate files broken up into five data 

categories: demographics, dietary, examination, laboratory, and questionnaire (CDC, n.d.-c). While 

BRFSS and NHIS are strictly survey derived, NHANES contains laboratory and examination data 

involving in-person collection by trained personnel. Offerings from each of these five categories 

include aligned categorical, ordinal, and continuous variables, examples of which are as follows: 

 Example Demographics variables  

 Categorical: Marital status, race/ethnicity, sex, prior active duty in U.S. armed 

forces. 

 Ordinal: Educational level, length of time in the United States. 

 Continuous: Respondent age in years at time of interview.  

 Example Dietary variables  

 Categorical: Specific foods eaten by respondents during a reference period, 

consumed dietary supplements, intake day of week, where food was eaten. 

 Ordinal: The order of and meal of day in which each food was eaten. 

 Continuous: Projected daily estimates of consumed proteins, carbohydrates, fibers, 

fatty acids, vitamins, and minerals. 

 Example Examination variables  

 Categorical: Self-reported dizziness, falls, and neck pain. 

 Ordinal: Size of blood pressure cuffs and liver exam wands used during exam. 

 Continuous: Blood pressure (systole and diastole), weight, height, derived BMI, 

liver stiffness using elastography. 

 Example Laboratory data  



 Categorical: Detectable Hepatitis A/B antibodies, urine pregnancy results, flags for 

detectable amounts of potentially toxic blood metals. 

 Continuous: Blood levels of fasting insulin and glucose levels, lead, cadmium, 

mercury, Vitamin D2/3, primary sex hormones, and cholesterol. 

 Example Questionnaire (Survey) Data  

 Categorical: Language spoken at home, type of insurance, respondents ever having 

been told they had a particular disease, place in which most healthcare was 

received. 

 Ordinal: Self-reported general health condition, frequency of feeling depressed or 

hopeless, how often respondents experience poor appetite or overeat, consistent 

level of trouble concentrating on things. 

 Continuous: Amount of sleep per night, family monthly poverty level index, 

minutes of exercise activities, hours worked in the last week. 

Variables in these short lists were selected to reflect both the breadth of NHANES data types and 

alignment potential for synthetic cohort construction spanning clinical, behavioral, and 

socioeconomic dimensions. 

As this project centers on maximizing national generalizability within synthetic datasets for 

adult cohorts drawn from multiple data sources, initial filtering steps focused on identifying 

respondent groups present across all five NHANES data categories people for whom 

demographic, dietary, examination, laboratory, and questionnaire data were all available. Using the 

linkable primary key, SEQN, I identified 8,727 common records across these files. Of these, 6,337 

represented respondents age 18 or older and were thus eligible for inclusion in this study. This is 

summarized in Table 2 below.  

 The base NHANES data considered for this analysis include the 2023 demographic file 



(DEMO_L), two dietary intake files with tallied nutrients spanning two days (DR1TOT_L & 

DR2TOT_L), and all available examination datafiles: Balance (BAX_L), Body Measures 

(BMX_L), Blood Pressure & Oscillometric Measurements (BPXO_L), and Liver Ultrasound 

Transient Elastography (LUX_L). Additionally, all 20 laboratory data files and 34 questionnaire 

(survey) files from the 2023 NHANES release were also in scope. Each dataset was first pooled 

into a unified file by type and then collated using unique SEQN identifiers, filtered to include only 

the 6,337 records present across all variable categories.  

Table 2. Total Weights for Common NHANES Population Segments (SEQN) for 18+ Population 

Variable 
Category 

Filename 
Initial 

SEQNs 
Delimited 
SEQNs 

Summed Weights 
of Delimited 

SEQNs  
demographics DEMO_L 11,933 6,337 195,209,939 

dietary 
DR1TOT_L 8,860 6,337 254,033,808 
DR2TOT_L 8,860 6,337 253,923,784 

examination BAX_L 4,771 4,771 208,501,848 

examination BMX_L 8,860 6,337 253,817,012 

examination BPXO_L 7,801 6,337 253,817,012 

examination LUX_L 7,199 6,337 253,817,012 
laboratory combined (20) 8,727 6,337 253,637,621 

survey combined (34) 11,933 6,337 195,209,939 
Note. The 20 laboratory and 34 survey files grouped in the table reflect unique 
SEQNs for each respective category. 

 
As shown in Table 2, the number of initial SEQNs can vary across NHANES data files. 

While most pooled variable categories contain the 6,337 SEQNs representing adults, the summed 

survey weights across these categories range from approximately 195 million to 254 million 

people, reflecting differences in variable representativeness. Notably, one exception stands out 

among the examination files: the BAX_L balance dataset includes only 4,771 of the 6,337 SEQNs 

common to the rest of provided examination data. This discrepancy suggests that balance 

measurements were only collected from a unique subsample and are therefore not missing at 

random. Given the risk of biased representation and reduced national generalizability, these 



balance data were excluded. Additional data-driven exclusions are detailed in the preprocessing 

section below. 

Lastly, the 2023 NHANES adult dataset includes two design variables masked variance 

pseudo-stratum (SDMVSTRA) and masked variance pseudo-PSU (SDMVPSU) which enable 

approximate variance estimation. SDMVPSU represents clustered sampling units within strata, 

while SDMVSTRA defines variance estimation groups. Although no direct stratum weights are 

included in the public-use data release (due to NHANES's complex, multistage sampling design 

and the confidentiality of actual strata), these variables allow for the calculation of standard errors 

and confidence intervals to support national-level generalizability assessments. 

NHIS 

 The 2023 NHIS data release consists of two files, only one of which pertains to U.S. adults 

(CDC, n.d-a). The primary identifier is HHX, which represents U.S. households and 

contains 29,522 unique values. A single weight variable (WTFA_A) applies to all features in the 

adult file and reflects generalizability to an estimated 258,237,552 U.S adults. As with NHANES, 

NHIS includes design variables for public-use variance estimation: pseudo-stratum (PSTRAT) and 

pseudo-PSU (PPSU), supporting the calculation of standard errors without disclosing local sample 

designs. 

Like BRFSS and NHANES, a series of NHIS questions concern whether respondents had 

ever received certain medical diagnoses. The following variables exemplify those found in 

NHIS  

 Categorical: Region of U.S., urban-rural classification scheme for counties, use of 

wheelchair or cane for mobility, type and source of medical insurance, whether respondents 

neglected to get needed dental or medical care due to anticipated financial cost. 

 Ordinal: Amount of time since last saw doctor or health professional about personal health, 



frequency of hearing aid use, amount of difficulty getting around, troubles with self-care, 

degree of overall life satisfaction. 

 Continuous: Self-reported weight and height (for computed BMI), number of COVID-19 

vaccinations received, age when told had cancer, years since first diagnosed with diabetes. 

Of the 643 adult NHIS variables, 18 were excluded due to being administrative, directly 

duplicative, and/or identified as non-predictive, leaving 625 features for consideration. Many of 

these are nested variables, survey items only asked of specific respondent subgroups based on prior 

responses. For example, individuals who reported ever being told by a healthcare professional that 

they had cancer were subsequently asked to specify the type or location of the cancer (e.g., bladder, 

bone, brain, blood). Then, only after identifying a specific cancer type/location were they asked to 

report the age at which that diagnosis occurred. Households whose respondents did not affirm the 

initial cancer question contain null values for all such follow-up variables. 

This nesting structure is especially important in the context of variable selection. Any data-

driven filtering method based solely on population-level generalizability would automatically 

exclude variables with substantial null values regardless of their clinical or research importance. 

While this limitation affects all three datasets (BRFSS, NHANES, NHIS), it is particularly 

pronounced in NHIS due to its greater amount of multistage, conditionally-triggered survey logic.  

To address this issue, I introduced the concept of Condition-Specific Relevant (CSR) 

variables features that may contain high information value within a given diagnostic cohort, even 

if they lack general applicability across the full adult population. These CSR variables include both 

condition-specific indicators (e.g., cancer subtype or diagnosis age) and thematically relevant 

factors identified through the literature review, such as preventive care utilization, socioecological 

context, or detailed tobacco use history. This approach enabled reassessment of variable 

generalizability the cohort level, allowing important features to be retained for synthetic dataset 



generation even when their broader population coverage was limited.  

Source Data Comparison 

 A comparison of whole-population generalizability is provided in Table 3, based on the 

total weight associated with each source dataset after applying the following the delimitations 

described above. The number of identified CSR variables is included for context and is revisited 

during cohort delineation and feature selection.  

The column Associated Variables 80+% of Max serves as a proxy for relative 

representativeness, indicating the number of variables whose non-null values, weighted values 

account for at least 80% of the For NHANES, which 

uses multiple weight variables depending on the file type (e.g., dietary, lab, examination, survey), 

and the maximum weights are calculated for the 6,337 SEQNs shared across all included files.  

Table 3. Maximum Total Weights for Each Variable in Delimited 18+ Subsets 

Data 
Source 

Associated 
Variables 80+% 

of Max 

Identified 
CSRs 

Weight 
Variable             

Max Weight 
(rounded to Ms) 

BRFSS 93 82 x_LLCPWT 254M 

NHANES 304 65 

WTINT2YR 195M - 254M 
WTMEC2YR 254M 

WTDRD1 254M 
WTDR2D 254M 

WTPH2YR 254M 

NHIS 214 227 WTFA_A 258M 
Note. Max Weights reflect delimited 18+ subsets of primary keys common 
across study-included files from each data source (see Table 2). Counts of 
variables 80+% of max do not include SEQN, weight, or strata/PSU columns. 
  

In Table 3, max weights are listed for every applicable survey weight: one for BRFSS 

(x_LLCPWT), one for NHIS (WTFA_A), and five distinct weight variables utilized across the 63 

files in NHANES (e.g., WTINT2YR, WTMEC2YR, WTDRD1, etc.). The identified CSRs column 

provides the number of variables deemed to be either: 1) sufficiently representative of focused 



diagnosis cohorts (e.g., cancer, arthritis); or 2) of general interest public health researchers as 

determined through the literature review. 

A disclaimer is here warranted. This project explored the potential utility of synthetic data 

to supplement holistic analyses of population health trends and is here presented through a data 

science lens. It does not attempt to authoritatively select optimal variables for any cohort or source, 

nor does it argue in favor of this approach over others. Indeed, the hundreds of possible analyses 

on any derived data are also out of scope. Rather, these synthetic data generation processes and 

their outputs are offered as a proof of concept an initial exploration into what appears to be a 

novel, promising application of synthetic data generation to support hypothesis-driven public 

health research. 

Data Preparation 

Having familiarized myself with each source dataset, I conducted a series of additional 

preparation steps to select features based on their levels representativeness, redundancy, and cohort 

relevance. These preprocessing steps, including dataset-specific adjustments, are outlined below to 

enable reproducibility. After initial variable selection, I evaluated the CSRs with respect to each 

identified cross-source diagnosis cohort for which synthetic data were generated, to confirm the 

appropriateness of their exclusion. 

Preprocessing 

In preparing these datasets for synthetic instance generation, several key procedures were 

implemented to establish feature inclusion criteria and ensure consistency across sources. All 

Refused Missing responses were recoded as missing values (NaN) to standardize the 

handling of nonresponse data. Variables requiring conditional interpretation, such as those whose 

meaning depends on a leading digit or associated indicator variable, were restructured into 

continuous formats to improve interpretability and model compatibility. 



An example of a variable with conditional interpretation is PAD790Q in NHANES, which 

captures the self-reported frequency of moderate physical activity with values ranging from 0 to 

180. However, its interpretation depends on the accompanying unit variable PAD790U, which 

specifies the time frame (  A PAD790Q 

value of 3 could mean 3 times per day, week, month, or year. To resolve this, the two variables 

were combined into a single derived feature estimating annual frequency: daily values were 

multiplied by 365, weekly by 52, and monthly by 12. Similar transformations were applied to other 

variables with unit-based contextual meaning.  

To balance population-level generalizability with cohort-specific relevance, variables with 

at least 80% non-null values were retained across the full dataset. However, condition-specific 

relevant (CSR) variables were also retained at this stage to allow for reassessment at each 

individual cohort level. For example, diabetes-related CSRs were preserved at this stage regardless 

of their population-level completeness. This allowed for reassessment and potential inclusion at the 

cohort level. 

Because harmonization across source datasets (BRFSS, NHANES, and NHIS) depends on 

treatment of core demographic variables age, sex, race/ethnicity additional exclusion criteria 

were applied to ensure alignment across these fields. Final dataset preparation also involved 

categorizing variables as categorical (nominal), ordinal, or continuous to guide downstream 

encoding and transformations. These curated diagnosis cohorts and structured variable-type arrays 

formed the foundation for synthetic data generation, supporting the preservation of meaningful 

intra-variable distributions and inter-variable relationships throughout the modeling process.  

Dataset Join Variables. Bi- and tri-synthetic data generation required harmonization 

between respective population subsegments, so a comparison of underlying demographic variables 

across BRFSS, NHANES, and NHIS codebooks was conducted. Based upon this review, a 



demographic harmonization map was created to align these key linking variables across sources. 

Common variables for age, sex, and race/ethnicity were identified, and appropriate transformations 

were applied to standardize their encodings. These harmonized variables were then used to inform 

BHM estimates of latent population structures using BRFSS, NHANES, and NHIS together.  

Age. Public 2021-2023 NHANES data provide respondent age as a continuous variable of 

years at time of engagement for adults 18 and older, top-coded to 80. Public 2023 NHIS data also 

offers a continuous respondent age for adults 18-84 years, but it is top-coded at 85 years of age. In 

contrast, public use BRFSS data for 2023 buckets adults from 18-24 (inclusive) into a single group, 

proceeding with buckets of 5-year intervals (e.g., 25 to 29, 30 to 34, 35 to 39, 40 to 44, etc.), and is 

top-coded at 80 and older. No NHANES records are missing ages; a negligible number of records 

indicated either respondent refusal to answer the question or a declaration that personal age was 

unknown in BRFSS (1.8% of total records) and NHIS (0.22%). 

Sex. Several variables reflect respondent sex in BRFSS data, but its calculated sex variable 

(x_SEX) is not missing any values. Sex in NHANES is called gender and is likewise complete for 

all records. Only 0.02% of total records in NHIS source data are missing adult sex. 

Race/Ethnicity. All three sources contain data indicating the following categories: 

 Non-Hispanic White 

 Non-Hispanic Black 

 Non-Hispanic Asian 

 Hispanic 

 BRFSS and NHIS data provide a single Hispanic category. 

 NHANES differentiates between Mexican American and Other Hispanic. 

These were recoded into a matched race/ethnicity variable common to BRFSS, NHANES, 

and NHIS based on mutual delineations; every other race/ethnicity category in each data source 



was encoded as Other. Race/ethnicity data in NHANES and NHIS are complete. BRFSS encoding 

indicates that 2.2% of total records are either missing values or reflect respondent responses of 

  

Transformations of age, sex, and race/ethnicity variables were incorporated as a final 

preprocessing step on each data source to enable direct comparisons. Recoded age data were 

treated as ordinal values; recoded sex and race/ethnicity variables were handled as nominal 

categorical variables. The relatively small number of records missing age, sex, or race/ethnicity 

were dropped.  

BRFSS. A critical, idiosyncratic first step with BRFSS data was to replace all empty and 

single-space values with a NaN. All  

responses, usually encoded as 7s, 9s, 77s, 99s, 777s, and 999s were also recoded as NaN. With the 

codebook in hand, I identified exceptions to this general rule and recoded alternative 

representations of missing values to NaN (e.g., 900, 99900, and 99900). I also handled outlier 

encodings, such as the value 118602 in PAMIN13_ and PA3MIN_, both of which were recoded to 

NaN because they are invalid values for those variables.  

I next addressed ordinal variables that encoded zero or none using alternative values. 

Several ordinal variables encoded zero or none as an 8, 88, or 888. For example, the variable 

CHECKUP1 captures how long it has been since respondents last visited a doctor for a routine 

checkup, with values from 1 to 4 indicating increasing amounts of time; if the respondent answered 

. For all such questions, these were recoded to 0 to remain compatible 

with an ordinal encoder prior to the synthesis process.  

One unfalsifiable assumption that I made involves the variable JOINPAI2, associated with 

a survey question in which respondents were asked to rank joint pain on a scale from 0 to 10. 



additional values are also present for that variable in the data: 11, 12, 22, 33, 44, 55, 66, and 88. 

While 12 appeared only once and was removed, the remaining 2-digit values absent in 

the codebook but present in the data had frequencies ranging from 52 to 140 occurrences each. 

Because these values appeared with notable frequency, I preserved them by recoding each double-

number to its corresponding single-digit equivalent (e.g., 11  1, 22  2, 33  3, etc.), ensuring 

their retention within the data structure. For context, JOINPAI2 contains values in only 23,152 of 

the 433,323 total BRFSS records, falling below the 80% inclusion threshold. However, because it 

was a CSR and would be reassessed later, I took these steps to preserve what data I could at this 

stage.  

Six retained variables required conditional interpretation and were programmatically 

converted into simple continuous variables before being fed into the model. The suffix _CON was 

added to the recoded variable, to indicate recoding into a single continuous variable, and the parent 

variables were dropped. Specifically, these variables were: 

 ALCDAY4: When the first digit is 1, the subsequent two digits indicate days per week; 

when the first digit is 2, the subsequent two digits indicate days in past 30 days. 

 Action: Transformed all days per week into days in past 30 days by 

multiplying by 4. Resulting variable named ALCDAY4_CON.  

 EXEROFT1, EXEROFT2, & STRENGTH: When the first digit is 1, the subsequent two 

digits indicate times per week; when the first digit is 2, the subsequent two digits 

indicate times per month. 

 Action: Transformed all times per week into times per month by multiplying 

by 4. Resulting variables named EXEROFT1_CON, EXEROFT2_CON, and 

STRENGTH_CON.  

 EXERHMM1 & EXERHMM2: When value is greater than 59 (minutes), first digit then 



indicates hours and subsequent two digits indicate minutes. 

 Action: Converted values greater than 59, normalizing to total minutes by 

multiplying the first digit by 60 and adding that to the subsequent two digits.  

Variable corrections all followed these patterns. Subsequent to these changes, and after 

non-predictive administrative values were dumped, 287 variables remained, including strata and 

weight variables. The 80% national representativeness threshold described above decreased this 

number to 93, and with the 82 identified CSRs, the output dataset from these initial cleaning steps 

contained 175 non-strata/weight features. 

Key Linking Demographic Variables. To complete harmonization of key linking (age, sex, 

and race/ethnicity) variables, some transformations were performed on relevant BRFSS variables. 

A cumulative total of 15,745 rows of the initial 433,323 were dropped due to missing age, sex, or 

race/ethnicity data. This resulted in a preprocessed output of 417,578 rows and 93 feature columns. 

 NHANES. The 63 files included in the 2021-2023 public use release were downloaded and 

each variable category separately pooled into a single file demographics, dietary, examination, 

laboratory, and questionnaire. The primary key cross-connecting generalizable segments across 

files was found to be SEQN. The demographics file contained 2 weights, WTINT2YR (full sample 

2-year interview weight) and WTMEC2YR (full sample 2-year MEC exam weight), as well as 

masked variance pseudo-stratum (SDMVSTRA) and masked variance pseudo-PSU (SDMVPSU) for 

every SEQN in the entire dataset. 

 As described in Table 2, only the common 6,337 SEQNs representing adult populations and 

common to all 5 categories were retained. Sampling frames varied, resulting in differing weight 

totals across preserved subsegments; after exclusion of balance variables from examination data, 

total population representativeness for these common 6,337 SEQNs stabilized at between ~195M 

and ~254M for all relevant weights. 



I then took additional steps by which each category of NHANES data were cleaned and 

prepared, prior to their scaling and integration. 

 Demographics. Following data import, three non-predictive, administrative variables were 

removed, along with a fourth variable related to infant ages, as this project focuses exclusively on 

adult populations. In addition, five variables capturing non-respondent data typically referring to 

were excluded. These fields, often completed by 

adult proxies, fall outside the scope of this study, which is limited to directly reported, person-level 

data from adults.  

The imported demographic dataset included 11,933 unique SEQNs, of which 8,153 

represented adults age 18 or older (RIDAGEYR >= 18). Unlike BRFSS, the NHANES demographic 

file did not include empty strings or single space values requiring special handling. Encoded values 

indicating refusal or missingness (e.g., 7, 9, 77, 99) were recoded as NaN to standardize missing 

data treatment. After these cleaning steps, the resulting dataset contained 16 columns, including 

primary identifier (SEQN), two weight variables (WTINT2YR & WTMEC2YR), and two survey 

design variables (SDMVSTRA & SDMVPSU). 

 Dietary. Two dietary interview files were included in this effort, each providing total daily 

nutrient intake estimates for either one or two consecutive days across 8,860 common SEQNs. 

From these, only variables representing total nutrient consumption were retained those beginning 

with DR1T in the First Day file (DR1TOT_L) and DR2T in the Second Day file (DR2TOT_L). 

Two non-nutrient variables were excluded from each file: DR1TNUMF and DR1TWSZ (number of 

foods/beverages reported and tap water source, respectively), along with their Second Day 

equivalents (DR2TNUMF, DR2TWSZ), as my interest in this source was exclusively around 

nutrient intake.  

To prepare for file integration, five common variables across both selected diet files were 



identified and handled as follows: 

 SEQN: Primary key, retained for merging. 

 WTDRD1 / WTDR2D: Dietary weights for Day 1 and Days 1-2, respectively. Each was 

retained in its corresponding file; the two were confirmed to be identical where 

overlapping.  

 DRABF: Indicator for breastfed infants, excluded as out-of-scope for the adult 

population. 

 DRDINT: Indicator for whether intake data exist for one or two days; dropped, as this 

could be programmatically inferred.  

This yielded two dataframes representing total nutrient intake per SEQN for each day, with 

65 measures and one corresponding dietary weight per file. 

To streamline application within the synthetic generation pipeline, the two days were 

merged into a single, representative estimate of daily nutrient intake per SEQN. For participants 

(WTDRD1 and WTDR2D) to preserve survey-design proportionality. For participants with only one 

day of data, that day's intake and its corresponding weight were used exclusively. This approach 

allowed for partial reporting while maintaining the integrity of NHANES weighting, enabling the 

generation of a reliable per-person average nutrient profile. 

As this study focuses on generating synthetic microdata rather than design-based survey 

inference, masked variance pseudo-stratum and pseudo-PSU variables were excluded. The 

resulting dataset included 65 feature columns representing estimated average daily nutrient intake 

for the common 6,337 SEQN, fully prepared for downstream analysis and modeling. 

 Examination. As noted in Table 2, the balance test data were excluded due to limited 

representativeness, leaving three NHANES examination files for processing: Blood Pressure & 



Oscillometric Measurements (BPXO_L), Body Measures (BMX_L), and Liver Ultrasound 

Transient Elastography (LUX_L). These datasets were merged using an inner join on SEQN, 

retaining only participants common to all three files. Then, the appropriate examination weight 

(WTMEC2YR) and design variables (SDMVSTRA and SDMVPSU) were joined from the 

demographics file. 

Within the blood pressure dataset, successive readings were provided for each participant: 

three systolic (BPXOSY1 3), three diastolic (BPXODI1 3), and three pulse rate (BPXOPLS1 3) 

measurements. For each set, a mean value was calculated and stored as a new variable. The 

original nine measurements were then dropped, leaving three consolidated average indicators of 

systolic, diastolic, and pulse rate values. 

A subsequent review of the NHANES codebook identified 19 administrative or non-

predictive features for removal, including limb length indicators and blood pressure cuff size

variables unrelated to core health or cohort-relevant constructs. Following these exclusions, the 

final examination dataset contained 16 analytical variables (excluding weight, strata, PSU, and 

SEQN), each matched to the 6,337 common adult NHANES SEQNs.  

 Laboratory. The 20 provided laboratory data files were merged on common SEQN, 

retaining only the first instance of redundant laboratory weights (WTPH2YR) included in each 

NHANES file for analytical convenience. After removing 18 non-relevant variables and delimiting 

to the common-SEQN adult population, the final dataset contained 6,337 rows of 111 feature 

variables (not including SEQN, weight, and strata/PSU variables). 

 Questionnaire. Public use data from the 2021 2023 NHANES survey questionnaire were 

provided in 34 parsed files. These were merged into a single dataframe, to which the corresponding 

interview weights (WTINT2YR), strata (SDMVSTRA), and PSU (SDMVPSU) variables were added. 

Sixty non-predictive features were removed as non-relevant. As encountered earlier with BRFSS, 



some questionnaire responses required recoding prior to assessing missingness and preparing the 

data for synthetic generation.  

 NaN across 176 

columns, replacing encoded values such as 7, 77, 777, 9, 99, and 999. Insulin duration data 

(DID060) were harmonized using the associated unit variable DIQ060U (1 = months, 2 = years), 

with all durations converted to 30- months.  

was bottom-coded as 1. Seven additional variables encoded refusals and missingness using 4- and 

5-digit placeholders (e.g., 7777, 77777, 9999, 99999), which were also converted to NaN. 

After transformations and the filtering out of non-adult SEQNs, the resulting dataframe 

contained 6,337 rows and 101 analytical features (without SEQN, weights, and survey design 

variables). An additional 65 condition-specific relevant (CSR) variables were retained for cohort-

level reassessment, bringing the total number of questionnaire features retained at this stage to 166. 

 Common SEQN. To ensure consistent representation of the same adult population across 

retained NHANES data categories, the set of 6,337 SEQNs identified during demographic and 

examination data processing was used as a filtering criterion across category aggregates

demographic, dietary, examination, laboratory, and questionnaire data. These SEQNs, delimited to 

adults (age 18+) during preprocessing, defined the in-scope NHANES sample for this analysis.  

Applying 80% Representativeness Threshold. In line with the BRFSS and NHIS approach, 

an 80% representativeness threshold was applied to NHANES variables. Only features whose non-

null responses cumulatively exceeded 80% of the maximum possible weight (based on the 6,337 

adult SEQNs) were retained. The total feature columns listed for each NHANES data category 

above reflect the variables remaining after this threshold was applied, culminating in a total of 304 

unique NHANES feature variables, in addition to 65 CSR variables identified in the questionnaire 

data.  



Key Linking Demographic Variables. To enable cross-dataset harmonization, NHANES 

core demographic variables (age, sex, and race/ethnicity) were recoded for alignment. These 

variables were complete in the delimited dataset and required no imputation or exclusion. Final 

NHANES preprocessing outputs consisted of five intermediate datasets (one per category), each 

restricted to the 6,337 common SEQNs and containing complete demographic information. Only 

variables meeting the 80% threshold or designated as CSR variables were passed forward for 

cohort-level analysis. 

 NHIS. Adult NHIS data are provided by CDC as a single flat file containing 29,522 rows 

and one primary weight variable (WTFA_A), alongside pseudo-strata (PSTRAT) and pseudo-PSU 

(PPSU) variables for public-use variance estimation. Upon review of the codebook, 19 variables 

were deemed irrelevant and were removed including the primary key (HHX), which was 

unnecessary due to the absence of any multi-file joins.  

This left 625 candidate features, 610 of which encoded non-response options, such as 

, ,  with values like 7, 8, 9, 97, 98, 99, 997, 

998, and 999. An additional six columns used alternative encodings for these responses, including 

96, 996, 997, 998, 999, 9997, 9998, 9999, 99997, 99998, and 99999. All such values were recoded 

to NaN to maintain a uniform treatment of missingness. 

Two variables required special handling. DIFYRSTC1_A, representing the self-reported 

number of years since a respondent was first diagnosed with diabetes, is top-coded in base data 

with a 96 indicating ages 85 and older; this was recoded to 85 to reserve numeric continuity. 

REPWRKDAYS_A, capturing days missed due to repetitive strain injury, is a quasi-

continuous variable: values range from 1 to 9 for individually reported days, with 10 representing 

top-coded responses of 10 or more days. In addition to this numeric range, the variable includes 

non-response and non-applicable codes such as 



 

recoded to 0 days, with the understanding that this may not reflect an absence due to injury but 

non-employment. Non-response codes were converted to NaN. These recoding decisions should be 

considered when interpreting results involving these variables in subsequent analyses. 

NHIS variables were then assessed for population-level representativeness. A total of 214 

feature columns pass the 80% non-null representativeness threshold. An additional 227 CSR 

variables were identified for reassessment during cohort-level processing.  

Key Linking Demographic Variables. As with the other datasets, recoding was performed 

to harmonize age, sex, and race/ethnicity values across sources, in preparation for cross-dataset 

integration. Of the 29,522 original records, 71 were dropped because of missing demographic 

values. The final NHIS output consisted of 29,451 rows and 444 columns representing the U.S. 

adult population 214 meeting inclusion criteria, 227 CSRs, 3 weight and survey design variables.  

Cohorts 

This study integrated data across multiple public health datasets to expand the holistic 

examination of diagnosis cohorts. To that end, several chronic disease variables jointly available 

within BRFSS, NHANES, and NHIS were compared. Because BRFSS and NHIS rely exclusively 

on self-reported survey responses, only NHANES questionnaire variables were used in cohort 

definitions to promote consistency across sources.  

Table 4 compares selected self-reported disease variables available across all three datasets, 

providing population-level estimates based on unprocessed survey data prior to harmonization or 

synthetic adjustment. For BRFSS, estimates were calculated using final respondent weights, with 

stratification and finite population correction applied to account for the complex survey design. 

NHANES and NHIS projections were derived using masked variance pseudo-stratum and pseudo-

PSU variables, consistent with their respective multi-stage sampling structures. All 95% 



confidence intervals (CIs) were estimated using a stratified bootstrap procedure to account for 

residual variance. 

Diagnosis cohort prevalence was computed by multiplying the weighted proportion of 

total sum of survey weights. This exploratory approach avoids introducing 

unnecessary assumptions through interpretation or recoding, capturing only the raw affirmative 

prevalence reported in each dataset. The resulting CIs represent plausible national-level burden 

estimates for each condition. 

 Table 4. Projections of Selected Disease Burdens in each Dataset (95% CIs) 

time 
context 

disease cohort BRFSS NHANES NHIS 

ever angina/CHD* 10.0M - 10.5M 10.2M - 12.3M 13.6M - 14.8M 

ever arthritis**  63.6M - 64.6M   63.5M - 68.8M   53.5M - 55.9M  

ever asthma  37.9M - 38.8M   52.1M - 57.7M   37.7M - 40.3M  

current asthma  24.4M - 25.1M   31.4M - 35.9M   22M - 24M  

ever COPD*/emphysema/ChB*  15.3M - 15.9M   12.5M - 15M   10.5M - 11.7M  

ever diabetes  30.1M - 31.1M   25.8M - 29.2M   24.4M - 26.2M  

current diabetes, taking insulin  4.5M - 4.9M   7.5M - 9.6M   7.9M - 8.8M  

ever hypercholesterolemia  79.1M - 80.3M   81.9M - 87.7M   71.6M - 74.2M  

ever hypertension  86.5M - 87.8M   74.4M - 79.9M   81.7M - 84.6M  

ever MI*  10.3M - 10.8M   7M - 8.9M   7.4M - 8.2M  

ever stroke  8.3M - 8.8M   7.7M - 9.4M   7.2M - 8.1M  

ever breast cancer  0.8M - 0.9M   4.2M - 5.6M   4.4M - 5M  

ever colon cancer  0.2M - 0.2M   1M - 1.8M   1.1M - 1.5M  

ever melanoma  0.7M - 0.8M   2M - 2.9M   1.1M - 1.5M  

ever prostate cancer  0.5M - 0.6M   2.8M - 3.7M   3M - 3.4M  

Note. CHD = Coronary heart disease; COPD = Chronic obstructive pulmonary disease; MI = 
Myocardial Infarction (heart attack). BRFSS and NHIS ask if respondents were ever told they had 
arthritis/gout/lupus/fibromyalgia (grouped); NHANES only includes arthritis in its aligned 
variable. Confidence intervals (CIs) represent the estimated prevalence of each disease in the U.S. 
adult population.    

     
One notable finding from Table 4 concerns oncology projections derived from BRFSS. 



These estimates substantially underrepresent known national cancer burdens. Upon further review, 

only 2.7% of BRFSS respondents 

only residents of 14 states or territories were included (e.g., Connecticut, Georgia, Michigan, 

Virginia, and the U.S. Virgin Islands). Apparently, these limited jurisdictions poorly generalize to 

the full U.S. population for survivorship estimation. Accordingly, oncology cohorts were excluded 

from this study due to insufficient coverage and representativeness in BRFSS data. 

The closer the projected cohort estimates appear across BRFSS, NHANES, and NHIS, the 

more likely it is that the datasets reflect the same underlying population structure. To 

operationalize this assumption, I compared the range of 95% CI projections for each disease cohort 

across sources. A new exclusion threshold was introduced: any cohort variable in which the 

maximum-to-minimum population estimate ratio between any two datasets exceeded 20% was 

dropped. While one might argue that absolute prevalence projections do not fully capture 

representativeness within cohort-level variance structures, I adopted this filter to reduce cross-

source discrepancies prior to normalization and sample synthesis.  

Following this procedure, three cohorts were excluded due to excessive inter-source 

divergence: those ever diagnosed with asthma (52.1M / 40.3M = 1.29), currently living with 

asthma (31.4M / 25.1M = 1.25), and those currently on insulin for diabetes (7.5M / 4.9M = 1.53). 

This refinement yielded eight final cohorts in scope for synthetic data construction: 

 Angina / Coronary Heart Disease (CHD) 

 Arthritis 

 Chronic Obstructive Pulmonary Disease (COPD) / Emphysema /  

Chronic Bronchitis (ChB) 

 Diabetes 

 Hypercholesterolemia (High Cholesterol) 



 Hypertension (High Blood Pressure) 

 Myocardial Infarction (MI; Heart Attack) 

 Stroke (History of) 

While this study focuses on disease-based cohorts, it is worth noting that future research 

could benefit from defining synthetic cohort segments by separate demographic or behavioral 

variables such as age groups, geographic strata, socioeconomic tiers, preventive care access 

utilization, or health behavior indices. The synthetic data approach outlined here is extensible into 

such domains, offering substantial potential for more granular, policy-relevant insights. 

One methodological caveat should be noted for the arthritis cohort. As reflected in Table 4, 

wording, the 95% CIs of BRFSS and NHANES overlap, whereas those of BRFSS and NHIS 

intervals do not despite the latter two using the same, broader diagnostic grouping. This may 

reflect differences in survey sampling frames rather than question design. Any implications of this 

discrepancy lie beyond the scope of the present study, and the cohort is referred to simply as 

Arthritis throughout the remainder of this work. 

Together, these eight cohorts serve the analytical needs of this project, offering a rigorous 

and representative foundation on which to evaluate the performance of my synthetic data pipeline. 

Handling CSRs (Questionnaire Survey Data Only) 

As defined earlier, condition-specific relevant (CSR) variables are those that failed to meet 

the 80% population-level weight threshold but were retained for potential cohort-level inclusion. 

These variables may reflect critical factors directly tied to a condition such as diabetes subtypes, 

self-reported arthritic pain levels, or whether individuals with hypertension are taking prescribed 



literature reviewed in Chapter 2. 

This section reassesses CSR generalizability by reapplying the 80% weighted 

representativeness threshold at the level of individual diagnosis cohorts. The goal was to identify 

variables that, while not representative of the general population, may still be sufficiently 

representative within one or more cohort-specific subgroups. 

BRFSS. Of the 82 CSR variables identified, none met the 80% threshold in any cohort. All 

BRFSS CSRs were therefore excluded. The resulting dataset included 417,578 rows and 93 

analytical features (excluding weight and design variables). 

NHANES. Similarly, none of the 65 CSR variables passed the cohort-level threshold. All 

were excluded, yielding five intermediate datasets demographics, diet, examination, labs, and 

questionnaire each with 6,337 rows with a combined 304 analytical features retained (excluding 

weight and design variables). 

NHIS. Of the 227 CSR variables assessed, none satisfied the 80% threshold within any 

cohort. Consequently, all NHIS CSRs were excluded, resulting in a final dataset with 29,451 rows 

and 214 retained features (excluding weight and design variables). 

In summary, no CSR variables were retained for synthetic data generation, as none 

demonstrated sufficient representativeness within their respective diagnosis cohorts even when 

reassessed with more lenient inclusion criteria. 

Final Preparations 

 Before initiating synthetic data generation and variance preservation testing across mono-, 

bi-, and tri-synthetic datasets, several additional preparatory steps were completed. First, each 

categorical, ordinal, continuous) to guide appropriate 

encoding. Second, NHANES intermediate datasets were consolidated into three pooled dataframes 

based on weight alignment and analytic purpose.  



 Demographic + Diet + Survey: Variables aligned to the general population weight 

(WTINT2YR) were combined, including key linking variables (age, sex, race/ethnicity), 

all survey variables, and daily nutrient intake values derived from averaged Day 1 and 

Day 2 dietary files.  

 Exam: All retained examination variables were grouped with their associated weight 

(WTMEC2YR) and merged with key linking variables.  

 Labs: Laboratory data were grouped with their corresponding weight (WTPH2YR) and 

merged with key linking variables. 

BRFSS. Among the 93 retained analytical features, exploratory data analysis identified 77 

categorical, 5 ordinal, and 11 continuous variables. Weight (x_LLCPWT), stratum (x_STSTR), and 

stratum weight (x_STRWT) were excluded from these totals. 

 NHANES. Not including weight and strata/PSU variables, the total number of variable 

types across the three NHANES pooled datafiles is as follows:  

 Demographics + Diet + Survey: 63 categorical, 35 ordinal, 79 continuous variables 

 Exam: 6 categorical, 1 ordinal, 12 continuous 

 Labs: 35 categorical, 1 ordinal, 78 continuous  

The total number of variables across these pooled datafiles is 310, six more than the 304 reported 

in Table 3. This increase is due to the duplication of the key linking variables age, sex, and 

race/ethnicity across all three groups. The synthetic data generation strategy for NHANES is 

applied separately to each weighted dataset, using these shared demographic variables as cross-

linking anchors. Harmonization occurs after synthesis. 

 NHIS. The final NHIS dataset contained 214 analytical variables. EDA and codebook 

review classified 166 as categorical, 44 as ordinal (interval-level), and 4 as continuous. Weight 

(WTFA_A), pseudo-stratum (PSTRAT), and pseudo-PSU (PPSU) were excluded from modeling 



inputs. 

 These preparations ensured that each dataset was internally harmonized and structurally 

aligned for encoding, synthesis, and cross-source comparison. 

Procedures 

The following procedures are broken up into 3 sections, each outlining a distinct but 

interconnected objective for the eight separate diagnostic cohorts: 

1. Create a separate mono-synthetic dataset from each source dataset. 

2. Generate three bi-synthetic datasets, each combining two distinct mono-synthetic 

datasets. 

3. Construct a single tri-synthetic dataset integrating all three bi-synthetic datasets. 

My general approach is represented in Figure 3 below.  

Each mono-synthetic dataset was generated from the fully preprocessed records of a single 

source BRFSS, NHANES, or NHIS ensuring that each dataset retains its original scope and 

structure. Rather than synthesizing a single population-wide dataset, cohort-level outputs were 

synthesized separately for each of the eight diagnostic groups. This enabled more accurate 

modeling of condition-specific patterns, since population-wide variation is already embedded in 

the base dataset.  

Once these cohort-level mono-synthetic datasets were created, they became the foundation 

for three bi-synthetic datasets per cohort, each representing a distinct pairwise integration of two 

mono-synthetic datasets (BRFSS & NHANES, BRFSS & NHIS, and NHANES & NHIS). This 

design coalesced complementary information while maintaining cohort-specific data structure.  

Finally, each set of three bi-synthetic datasets was merged into a tri-synthetic dataset, 

combining all three data sources for the most comprehensive representation of each diagnosis 

group. Since each data source represents an independent U.S. sample of the cohort population, this 



integrative approach leveraged paired strengths to generate robust synthetic datasets that are 

maximally generalizable to the U.S. population. 

 

Figure 3. Synthetic data generation steps, from source data to tri-synthetic outputs 
 

Following these steps, I conducted a series of analyses to evaluate the retention of intra-

variable distributions and inter-variable relationships, enabling quantitative comparisons across 

synthetic cohort segments. 

My technical approach to synthetic data creation is illustrated in Figure 4. Since mono-

synthetic datasets were generated independently from a single source dataset, they did not require 

Bayesian Hierarchical Modeling (BHM), Propensity Score Matching (PSM), or Inverse Probability 

Weighting (IPW). These steps were only necessary when integrating datasets across sources i.e., 

for the creation of bi- and tri-synthetic datasets to balance distributions across independently 

sampled populations. 

However, all synthetic data generation pipeline instantiations, whether mono-, bi-, or tri-

synthetic, include the dimensionality reduction and generation techniques outlined in the blue 

section of Figure 4: Principal Component Analysis (PCA) for variance-preserving compression, 



Variational Autoencoders (VAEs) for probabilistic encoding of latent structure, and Generative 

Adversarial Networks (GANs) for high-fidelity synthetic output creation. Together, these methods 

support the production of structurally consistent synthetic datasets across all source combinations.

 

Figure 4. Synthetic data pipeline overview 
 
NOTE: Blue boxes contain steps utilized across all synthetic sample generation, and orange boxes 
those that only applied to the synthesis of bi- and tri-synthetic outputs. 
 
 

Given the categorical nature of many harmonized variables, PCA was used for 

dimensionality reduction. With extensive one-hot encoding in the source data, PCA compressed 

these high-dimensional categorical structures into a more compact representation, preserving the 

most informative features while mitigating redundancy. Unlike Factor Analysis, which focuses on 

identifying latent constructs from common variance, PCA retains overall variance structure in a 

perfect orthogonal space. By reducing dimensionality before model training, PCA ensured that 

VAEs and GANs could learn meaningful patterns from a dedimensionalized, information-rich 

feature space. 

After PCA, a tuned VAE was trained to learn the latent structure of the dataset. VAEs 

provided a probabilistic framework to generate realistic synthetic samples, ensuring that the 

synthetic data maintained coherence with the original distributions while introducing flexibility in 



sample generation. Finally, GANs were used to further refine synthetic data quality by capturing 

both linear and nonlinear dependencies between variables. GANs proved particularly effective at 

modeling complex relationships, enhancing the overall realism of the synthetic dataset beyond 

what VAEs alone could achieve. 

These techniques formed a systematic pipeline for harmonizing, adjusting, and generating 

synthetic data that remained faithful to both individual-level distributions and population-level 

it 

constructs a statistically sound, multi-source synthetic ecosystem wherein each dataset enriches the 

next, ensuring that public health researchers can analyze dominant patterns in population health 

with a level of depth and cross-source refinement that no single survey could provide alone. 

Mono-synthetic Data Creation 

 Mono-synthetic data generation followed a consistent six-step process across all condition-

specific cohorts, with minor dataset-specific adjustments: 1) variable encoding; 2) weight-based 

resampling to preserve correct population-level proportions for PCA; 3) dimensionality reduction 

with PCA; 4) latent space representation and data synthesis using VAEs; 5) adversarial refinement 

using GANs; and 6) variance preservation through BHM-guided rebalancing. 

BRFSS. The preprocessed dataframe was imported and separated into the 8 separate 

condition cohorts identified above. For each of these cohorts, categorical variables were one-hot 

encoded, and continuous variables were standardized using z-score normalization. Ordinal 

variables were kept in their appropriate numerical format. 

To address missing values before dimensionality reduction, two approaches were evaluated 

in parallel: mean/mode imputation for continuous and categorical/interval variables, respectively; 

and complete case analysis involving removal of rows containing any NaNs. Both imputed and 

dropped datasets were separately passed through PCA, with the number of retained components 



chosen to preserve at least 95% of total variance. The total explained variance ratio was calculated 

for both versions of the dataset to determine whether imputation altered the underlying feature 

space. Results confirmed nearly identical variance preservation (~95.09%) for both approaches, 

indicating that both pathways maintained the majority of informational content. 

To determine the statistical impact of imputation, I first performed Kolmogorov-Smirnov 

(KS) tests on continuous variables to assess whether they significantly differed between imputed 

and complete case datasets. Results showed statistically significant differences (p < .05) for all 

tested variables, as expected given the sample size. While imputation preserved variance, it 

introduced measurable shifts, requiring additional evaluation of distributional divergence via 

Jensen-Shannon Divergence (JSD). JSD requires comparable sample sizes to avoid misleading 

divergence values explained by unequal distributions, programmatically achieved by using random 

sampling with replacement. The following data-driven, dual-threshold rule was formed to prevent 

unnecessary data loss by removing only those variables that have both large-scale and sample-level 

divergence: 

1. Drop if and  

2. Drop if and  

This ensured that retained continuous variables did not exhibit both substantial 

distributional divergence (JSD) and a noticeable empirical shift post imputation (KS), preserving 

data integrity while minimizing unnecessary exclusions. Following this process, the imputed 

dataset now with only retained variables was passed through PCA for dimensionality reduction. 

 VAEs. With cohort-specific datasets reduced via PCA, the next step was to construct a 

Variational Autoencoder (VAE) to learn the latent feature structure of each dataset. VAEs provided 

a structured probabilistic framework for generating synthetic samples that retained statistical 

coherence with the original dataset while allowing for controlled variation. The trained VAE model 



served as the core mechanism for learning representative embeddings, ensuring that synthetic 

samples preserved meaningful distributions and inter-variable dependencies. 

Each VAE consisted of an encoder-decoder architecture with an intermediate 

reparameterization step to introduce stochasticity into the latent space. The encoder mapped input 

features to two vectors mean and log-variance that define a Gaussian distribution for each 

input. A latent vector was then sampled using the reparameterization trick, allowing gradients to 

propagate through the network during training. The decoder reconstructed input features from the 

sampled latent vector, producing synthetic samples consistent with the structure of original data. 

The architecture followed a multi-layer compression-expansion pattern with ELU activations and 

SmoothL1 reconstruction loss, regularized by a KL divergence term to promote a well-structured 

latent space.  

Initial experimentation supported the use of a three-layer feedforward encoder with 

progressively smaller hidden layers (512  256  128) and ELU activation functions for 

improved training stability. I experimented heavily with the reparameterization trick to incorporate 

the right mix of stochasticity; insufficient noise in the latent space resulted in modal collapse 

during downstream synthetic data generation with GANs. 

My interest was in selecting a single VAE architecture for use across all data sources and 

cohorts, rather than fine-tuning a different one for each combination. I ultimately adopted a 

symmetric three-layer decoder architecture (256  512  256) for reconstruction. This 

configuration was chosen through iterative empirical testing, balancing expressive capacity and 

regularization. Shallower models failed to capture the latent structure of high-dimensional input 

features, while deeper models tended to overfit, especially when reconstructing sparse or cohort-

specific variables. The selected architecture, with its expanded middle layer, created a bottleneck 

inversion that enabled richer intermediate representations without excessive parameterization.  



Layer sizes were tuned based on observed reconstruction loss and KL divergence 

trajectories across held-out validation subsets. Ultimately, the (256  512  256) selected 

configuration consistently outperformed alternatives in preserving intra-variable distributions and 

inter-variable relationships of synthetic samples across cohorts. 

The adopted KL divergence annealing strategy proved necessary to prevent over-

regularization during training. By gradually increasing the weight of the KL term in the loss 

function over the first 20-30 epochs, the model was able to first focus on accurate reconstruction 

before prioritizing latent space regularization. The final loss function balanced SmoothL1 

reconstruction loss with KL divergence, optimizing the trade-off between synthetic fidelity and 

variability. 

Training also used an AdamW optimizer with weight decay to reduce overfitting, typically 

running for at least 200 epochs with batch sizes of either 128 or 256. Given the high-dimensional 

nature of the dataset, a mini-batch sampling approach ensured efficiency while preserving 

representativeness. Model convergence was periodically assessed through loss monitoring at 10-

epoch intervals, providing insight into reconstruction accuracy and latent space stability throughout 

the training process. 

GANs. Following VAE-based latent space modeling, synthetic data generation is further 

enhanced using GANs. The adversarial framework enhances sample fidelity by capturing complex, 

nonlinear dependencies that VAEs may smooth over or underrepresent due to their probabilistic 

nature. A GAN consists of two neural networks, a Generator and a Discriminator, that compete in 

an iterative process to improve synthetic sample realism through competitive learning. By 

continuously challenging the Generator to produce increasingly realistic data, the GAN corrects 

ing alignment and higher-resolution 

details. 



The GAN architecture was refined through iterative experimentation, with a focus on 

capturing the complex, nonlinear relationships present in VAE-encoded latent spaces while 

preserving the variability of real-world health data. The final Generator consisted of a three-layer 

neural network, with dimensionality expanding from the latent space to an intermediate hidden 

layer of 512 neurons, followed by a second, wider layer of 1,024 neurons before projecting to the 

full output dimensionality. This architecture was iteratively developed and provided a progressive 

expansion path that allowed the Generator to model intricate feature dependencies while 

maintaining a smooth transition from compressed latent vectors to full synthetic feature sets. Layer 

normalization was included at each hidden layer to stabilize learning and reduce internal covariate 

shift. The Discriminator, in contrast, followed a contraction architecture (input  512  256  1) 

with ReLU activations and a final sigmoid output to classify real versus synthetic samples. This 

balance of expressive Generator and streamlined Discriminator was selected to promote adversarial 

stability while preventing premature convergence. 

Beyond architectural choices, several additional strategies were incorporated to enhance 

training stability and output sample diversity. Generator inputs were created by interpolating 

between pairs of noise vectors, encouraging broader latent space exploration and mitigating early 

signs of mode collapse. Gaussian noise was added to both real and synthetic samples before 

Discriminator evaluation, softening decision boundaries and improving gradient quality. Label 

smoothing was applied to real and synthetic class labels to regularize the Discriminator and reduce 

overconfidence.  

Generator training was guided by both adversarial loss and a feature matching term, which 

compared the first-order statistics of real and synthetic samples to promote distributional 

alignment. Training was further stabilized by decoupling Generator and Discriminator updates, 

allowing multiple Generator passes per Discriminator step. This correction strategy improved 



alignment without destabilizing the adversarial feedback loop. All GAN components and training 

heuristics were tuned across multiple trials and evaluated using reconstruction quality, sample 

variance, and fidelity of marginal distributions across key clinical and demographic features. 

Synthetic Generation Creation and Reconstitution. The final step of my synthetic data 

pipeline generated and reconstituted synthetic samples to ensure fidelity with the original, 

preprocessed dataset structure. To mitigate noise and enhance stability, I generated synthetic 

samples derived from this PCA VAE GAN approach using a multi-step smoothing approach. 

This included multiple generations per instance, power scaling, and more Gaussian perturbations. 

Since PCA was used for dimensionality reduction, generated synthetic datasets were expanded 

back to their original feature space. Then, one-hot encoding was reversed, and ordinal variable 

values were discretized by rounding to the nearest integer. Any negative values in continuous 

variables were clipped to 0. 

Finally, since I standardized continuous variables prior to PCA transformation, I preserved 

realistic distributions by using Kernel Density Estimation (KDE) to sample from the empirical 

distribution of each continuous variable. A weighted combination 75% inverse-transformed 

values and 25% KDE-sampled values were used to refine the synthetic data to ensure that 

rescaled continuous variables aligned with initial distributions.  

The 75% / 25% weighting ratio was selected empirically after initial synthetic samples 

generated solely through inverse PCA transformation exhibited slightly compressed tails and 

reduced variance in continuous variable distributions. By blending in 25% of values sampled from 

KDEs fitted to the original (pre-standardized) data, the resulting synthetic variables retained 

greater fidelity to observed marginal distributions without introducing excessive noise. This 

proportion was tuned iteratively based on visual inspection of variable histograms and quantitative 

measures such as mean absolute deviation and distribution overlap scores. The 25% KDE 



component helped recover some edge cases and outliers that were otherwise underrepresented in 

the inverse-transformed output, striking a practical balance between structural coherence and 

realistic spread. 

Additional NHANES Preparation. The three NHANES mono-synthetic datasets were 

each created around a different weighting variable (WTINT2YR, WTMEC2YR, WTPH2YR). By 

design, they all contained age, sex, and race/ethnicity variables and were merged with one another 

before incorporation into bi-synthetic dataset generation. 

Base demographic distribution files from raw NHANES demographics data were used to 

guide stratified resampling of each NHANES segment to ensure consistency with population-level 

weights. These were then combined into a single synthetic NHANES dataset for each cohort using 

a stratified resampling approach that maintained demographic distributions across the NHANES 

interview, examination, and laboratory datasets, followed by proportional recombination based on 

population weights. 

Bi-synthetic Data Creation 

While mono-synthetic datasets provided cohort-specific synthetic representations for 

individual data sources, bi-synthetic datasets introduced an additional layer of complexity: the 

integration of two distinct synthetic datasets for cross-source harmonization. The goal of bi-

synthetic data creation is to combine complementary information from different data sources while 

accounting for differences in survey design, sampling distributions, and population characteristics. 

To ensure valid cross-source integration, bi-synthetic data generation incorporated 

Bayesian Hierarchical Models (BHM), Propensity Score Matching (PSM), and Inverse Probability 

Weighting (IPW) prior to synthetic data creation. These techniques adjusted for population 

differences across datasets, facilitating statistically sound synthetic harmonization. Then, the 

previously described data generation pipeline was applied to the harmonized dataset. 



To estimate latent demographic distributions for each diagnosis cohort across data sources, 

a BHM was constructed using No-U-Turn Sampling (NUTS), an adaptive variant of Hamiltonian 

Monte Carlo (HMC) optimized for efficient exploration of complex, high-dimensional posterior 

spaces. The BHM modeled the probability of self-reported diagnosis (e.g., angina/CHD, diabetes, 

stroke) as a function of demographic covariates (age, sex, race/ethnicity) while incorporating 

dataset-specific intercepts to account for source-level variation across BRFSS, NHANES, and 

NHIS. In effect, the BHM estimates the latent demographic composition of the diagnosis cohort at 

the U.S. population level. 

Posterior draws from the BHM were then used to guide propensity score matching (PSM). 

A logistic regression model was fit to estimate propensity scores based on age, sex, and 

race/ethnicity, and samples from each pair of datasets were matched based on similar scores. These 

matches were then reweighted so that bi-synthetic samples reflected the comprehensive latent 

population-level structure estimated by the BHM, balancing key demographic covariates across 

datasets. 

To further align marginal distributions and adjust for differential sampling probabilities, 

IPW was applied post-matching. This reduced the risk of any single dataset dominating the joint 

distribution. The resulting resampled, harmonized datasets were then combined into three pairwise 

bi-synthetic cohorts: 

 BRFSS & NHANES 

 BRFSS & NHIS 

 NHANES & NHIS 

 Each of these outputs was then passed through the full synthetic data generation pipeline: 

variable encoding, weight-based resampling, PCA, VAE-based latent space modeling, GAN 

enrichment, and final synthetic sample generation for each diagnosis cohort. 



Tri-synthetic Data Creation 

 With three bi-synthetic datasets successfully generated for each diagnostic cohort, each of 

which integrated two of the three mono-synthetic data sources, the final step in the synthetic data 

pipeline was construction of a single tri-synthetic dataset unifying all three bi-synthetic sources. 

The objective of tri-synthetic data creation was to integrate the complementary information 

captured across all bi-synthetic datasets for each cohort, producing a statistically robust synthetic 

dataset that preserves cross-source coherence and internal consistency. To achieve this, a 

structured, sequential integration approach was used, one incorporating reweighting, latent space 

fusion, and synthetic sample generation using the same principles applied in the mono- and bi-

synthetic data creation steps. 

Before generating each final tri-synthetic dataset, the three cohort-specific bi-synthetic 

datasets each representing a distinct pairing of mono-synthetic sources were harmonized to 

resolve structural and statistical discrepancies. The integration process began with variable filtering 

and standardization, including: categorical factor level alignment, distributional normalization for 

continuous variables, and ordinal scale checks to ensure consistency across datasets.  

To balance representation across sources, IPWs were computed post hoc and applied and 

applied during resampling. To address residual differences in variable presence across bi-synthetic 

datasets, a BHM was used to estimate the posterior distributions of overlapping variables. These 

latent parameter estimates mitigated variance inflation arising from partial missingness in shared 

domains.  

Following harmonization and weighting, the full synthetic data generation pipeline was 

applied. After IPW-based resampling, a variance threshold was imposed to reduce computational 

burden for datasets exceeding three million rows and several thousand one-hot encoded columns. 

Dimensionality reduction via PCA retained 95% of cumulative variance, producing compressed 



representations that were passed through a VAE and refined using a GAN. Final synthetic outputs 

were reconstructed using inverse PCA transformation, reversal of one-hot encoding, ordinal 

rounding, and KDE-based rescaling for continuous variables. 

Synthetic Sample Fidelity Assessment Strategy  

To evaluate the statistical fidelity of synthetic datasets, a series of comparative analyses 

were conducted across mono-, bi-, and tri-synthetic datasets relative to their base data counterparts. 

The focus was not on predicting outcomes within the diagnostic cohorts (which were already 

subset by diagnostic status), but on measuring the retention of variable distributions and inter-

variable data structures. Two primary tools were used to assess retention patterns in cross-variable 

relationships Pearson Correlation Matrices and Correlation Shift Matrices. 

Pearson Correlation Matrices. Generated for each dataset to visualize and compare inter-

variable relationships across synthetic tiers, these cohort-level grids reflect the underlying structure 

of joint distributions. They allow for visual inspection of overall data structure similarity, as well 

as show the relative contribution of datasets to subsequent synthetic data generation. 

Correlation Shift Matrices. 

correlation matrix against aligned base data. Absolute differences in correlation values were used 

to summarize how inter-variable relationships had shifted, and mean absolute correlation shift 

scores were calculated to provide a unified metric of structural fidelity for each dataset. 

Comparison Limitations, Biases, and Representativeness. Efforts were made to 

creatively compare retention of inter-feature structure. However, datasets within the same 

diagnostic cohort could contain differing sets of variables after filtering, imputation, and source-

specific exclusions. This complexity was confounded by diverging variable availability across bi-

synthetic datasets (BRFSS-NHANES, NHANES-NHIS, NHIS-BRFSS), making direct 

comparisons infeasible. Regression-based analyses were therefore deemed out of scope. 



 Another series of attempts explored PCA-based comparisons across datasets, using 

Procrustes alignment and cosine similarity to evaluate structural similarity. However, deep 

research indicated that such comparisons would be mathematically invalid, as differences in 

variable compositions across datasets would result in projections onto different subspaces. Because 

PCA loadings and comparisons of explained variances are only meaningful within a shared feature 

space, observed similarities between datasets were found to be inconsistent and, when not so, 

ultimately misleading. 

My final efforts at PCA comparison focused on restricting the analysis to the intersection of 

commonly observed variables across datasets. Yet even with this constraint, running PCA on bi-

synthetic datasets proved infeasible without significant imputation of missing values for columns 

excluded from each bi-synthetic dataset by completeness filtering. Such imputation introduced 

either substantial inconsistencies across datasets or failed altogether due to residual, incompatible 

NaN patterns, ultimately prohibiting valid multivariate comparisons across derived synthetic 

datasets using PCA. 

The original data sources used in this study exhibit significant differences in population 

prevalence estimates (see Table 4). Because each dataset represents an independent sample of the 

U.S. population, bi- and tri-synthetic datasets have the potential to balance multiple source-specific 

biases. Functioning in a manner analogous to ensemble modeling, the bi- and tri-synthetic datasets 

could mitigate weaknesses inherent to any single data source.  

 The research questions guiding this investigation remain:  

 RQ1: How do mono-synthetic, bi-synthetic, and tri-synthetic datasets compare in their 

generalizations of U.S. population health trends within specified diagnosis cohorts? 

 RQ2: How does synthetic data abstraction impact the retention of inter-variable structure 

and variance across population health cohorts? 



With an eye toward these questions, comparative analyses of intra- and inter-variable 

relationships were conducted across datasets, and their alignments with base data distributions 

were assessed. Findings were interpreted in relation to these two questions, with a particular 

emphasis on fidelity to structural relationships and potential generalizability to real-world, 

dominant population health trends. 

Methodological Limitations 

 Despite the methodological rigor applied in constructing mono-, bi-, and tri-synthetic 

datasets, several inherent limitations must be acknowledged. Synthetic data approximates real-

world distributions but cannot fully capture the complexity and nuance of actual population data. 

All outputs are only as reliable as the source data from which they are derived. To the extent 

BRFSS, NHANES, and NHIS datasets contain measurement errors, sampling biases, or 

insufficient representation, these limitations will be embedded in downstream synthetic mockups. 

Also, while BHM, PSM, and IPW can redistribute biases between sources, they cannot eliminate 

systemic biases common to all inputs. In fact, such techniques may occasionally amplify shared 

distortions. Likewise, when important variables are missing or inconsistently captured across 

datasets, the synthetic data generation process cannot recover or meaningfully model those absent 

relationships. 

 Interestingly, dimensional manipulations such as PCA aim to balance variance retention 

with feature space simplification. However, this process may discard low-variance information 

that, while subtle, could be critical for certain targeted analyses. VAEs and GANs introduce further 

compression and sampling variability, and may fail to preserve rare or complex variable 

interactions, especially those with nonlinear or high-order dependencies poorly captured in the 

latent space. As with most statistical learning methods, synthetic generation methods tend to focus 

on the densest regions of the data manifold, making extreme observations, edge cases, and 



infrequent variable combinations less likely to be reproduced. 

This limitation is especially relevant in the domain of public health, wherein comparatively 

rare conditions, small demographic subgroups, and epidemiological outliers are often of the 

upmost significance to researchers. 

  



Chapter 4: Results 

Introduction 

 Study results are presented in this chapter. First, row and column counts for each final 

generated synthetic dataset are provided by cohort. After that, I present critical findings from 

comparisons of key linking variables age, sex, and race/ethnicity as they were the means by 

which BHM, PSM, and IPW were performed pursuant to bi- and tri-synthetic data outputs and 

provide important context. Variable measures of central tendency are then separately compared 

between base, mono-, bi-, and tri-synthetic outputs. Models built from these respective datasets are 

provided to evaluate retention of cross-variable relationships. Finally, I identified clusters of 

variables whose fundamental patterns were best retained throughout the entire process. 

Dataset Results 

 Initial data feature counts and output shapes for each completed mono-synthetic dataset at 

the cohort level are provided below in Table 5. 

 

Table 5. Final Rows and Column Counts of Mono-synthetic Data by Cohort 
Mono-synthetic      
  BRFSS NHANES NHIS 
Cohort rows columns rows columns rows columns 
anginaCHD 491,604 92 494,461 301 711,062 214 
arthritis 3,080,915 92 3,329,329 303 2,733,392 214 
copd 752,674 93 468,195 300 553,651 214 
diabetes 1,466,702 93 1,142,491 300 1,263,287 213 
hyperchol 3,831,085 93 4,088,951 304 3,639,439 214 
hypertension 4,177,453 93 3,501,886 304 4,149,625 214 
MI 508,622 92 204,043 300 389,068 214 

stroke 410,062 92 359,752 298 383,169 214 

 

Data rows differ on account of each representing different generalizable segment of the 

U.S. population by way of established weights. Mono-synthetic row totals equal 5% of the 



summed weights for each complete diagnostic cohort subsegment meeting prespecified criteria 

(e.g., positive indication of diabetes, arthritis, etc.). Column differences across cohorts from the 

same dataset are due to the KS/JSD delimitation of continuous variable described above. 

Table 6. Final Data Shapes of Bi-synthetic Datasets 
  NHANES-BRFSS NHIS-BRFSS  NHANES-NHIS 

Cohort rows columns rows columns rows  columns 
anginaCHD 620,000 301 620,000 92 620,000  512 
arthritis 3,057,500 252 3,057,500 92 3,057,500  461 
copd 660,000 300 660,000 93 660,000  510 
diabetes 1,387,500 300 1,387,500 93 1,387,500  510 
hyperchol 3,982,500 304 3,982,500 93 3,982,500  515 
hypertension 4,055,000 304 4,055,000 93 4,055,000  515 
MI 445,000 300 445,000 92 445,000  511 

stroke 415,000 298 415,000 92 415,000  511 

 
 

 The number of rows in each bi-synthetic data set consisting of generated samples is 

provided in Table 6. Bi- and tri-synthetic row counts were also representative weighted samples 

but derived from midpoints of projected full-population 95% CI cohort prevalence across BRFSS, 

NHANES, and NHIS (provided in Table 4). This is the reason for the equal number of generated 

samples across all combinatory bi-synthetic datasets. 

Key Linking Variables 

 Key linking variables age, sex, and race/ethnicity were available and recoded to allow 

derivation of propensity scores connecting BRFSS, NHANES, and NHIS. These functioned as the 

means by which BHM, PSM, and IPW were performed pursuant to bi- and tri-synthetic data 

outputs. BHM was used to estimate latent population distributions of each cohort, with each source 

considered an independent measurement for the purposes of this project. However, the below 

findings indicate notable variations being those 95% CIs provided in Table 4. In fact, interrogation 

of source data indicate notable differences in proportional disease distributions across age, sex, and 



race/ethnicity. 

 Age. With respect to age, Figure 4 shows differences in cohort projections across different 

age groups. As indicated by the key at the top-left, blue indicates BRFSS data, orange is NHIS 

data, and NHANES is represented by green. The age groups represented by x-axis ticks are visible 

at the bottom of the figure, from 18-24 years of age over at the left to 80+ at the extreme right. As 

expected, projected prevalence of each diagnostic cohort is left-skewed, with greater population 

proportions in older age groups. However, there are noticeable differences between data sources, 

relative proportions within each age category that differently reflect some diagnostic cohorts. 

 

Figure 5. Relative prevalence distribution of each diagnostic cohort by race/ethnicity segment 



 
 
 Sex. There are also differences in cohort projections by sex, as evidenced by Figure 5. 

Male proportions of each data source by diagnostic cohort are on the left, and female proportions 

are on the right. In several cohorts, the sex distributions are extremely similar, with the greatest 

differences observed in angina/CHD, MI, and stroke. 

       

 
Figure 6. Relative prevalence distribution of each diagnostic cohort by sex segment 
 
 Race/ethnicity. Diagnostic cohort distributions across race/ethnicity segments differ 

significantly by datasets. According to all data sources, the vast majority of disease burden for 



every diagnostic cohort exists in the Non-Hispanic (NH) White population, though the relative 

distribution for that group is highest in BRFSS and lowest in NHANES. Large variances exist in 

projected burden of disease by race/ethnicity in every cohort. This could be due to differences in 

sampling frames, biases, and/or question framing. Whatever contributes to these incongruencies, 

this is important to keep in mind as a fundamental limitation of the source data. 

 

Figure 7. Relative prevalence distribution of each diagnostic cohort by race/ethnicity segment 



Tri-synthetic Sample Ceilings. To overcome computational limitations impacting performance of 

PCA on datasets over four million rows long with greater than 3,000 one-hot encoded columns, I 

experimented with lowering sample ceilings below 5% of the total projected population sample for 

each diagnostic cohort.  

 Iterative testing quickly clarified that the large sample sizes were unnecessary to retain data 

variances at the tri-synthetic level, and samples of one million rows were found to be sufficient. 

This is likely because BHM smoothed variance loss the full posterior already captured 

uncertainty across demographic subgroups, so key latent structures were preserved. Subsequent 

BHM-anchored PSM and IPW processes matched comparable units across subgroups, adjusting for 

stratification weights. This approach formally reduces data biases by dropping rare or redundant 

features, which is why it was introduced into the pipeline during bi-synthetic and tri-synthetic data 

generation. 

 There is a lot of potential to explore additional heuristics whereby BHM traces can be used 

for iterative interpolation of missing values across non-overlapping datasets. This was beyond the 

scope of my project, but it should be noted that since my BHM approach utilized a Monte Carlo 

approach as a scaffold to estimate population-level cohort prevalence by age, sex, and 

race/ethnicity using all three data sources as independent samples, rebalancing introduced the 

possibility of NaN values for variables when demographic subsegments did not contain enough 

data to match by propensity scores. Specifically, I used a no U-turn sampling (NUTS) strategy, so 

NaN values emerged where demographic subsegments lacked sufficient representation to support 

reliable interpolation.  

These missing values were accepted in this project as a natural consequence of population-

level rebalancing, but future work could explore alternative imputation strategies that leverage 

hierarchical priors or domain-specific constraints that mitigate the impact of interpolative 



missingness without distorting the original data distributions. Ultimately, the integrity of this 

exploration and the resolution of my formal research question were best preserved by excluding 

features from bi-synthetic outputs that lacked sufficient data for direct interpolation through the 

BHM PSM IPW strategy described in Chapter 3. 

Iterating PCA data capture curves and downstream testing indicated that BHM also 

smoothed outliers and noise, meaning that subsampling retained key signals. This effect likely 

reinforced the observations above, contributing to greater model convergence and consistent 

patterns across the three independent population samples from BRFSS, NHANES, and NHIS. My 

interest being holistic (lit., whole) views of population health, it was always the key signals in 

which I was most interested.   

Intra-Variable Distributions 

 Assessments in variable tendencies began with comparisons of variable means and standard 

deviations for continuous variables, and modes for ordinal and categorical variables, between base, 

mono-, bi-, and tri-synthetic datasets for each of the eight diagnostic cohorts.  

All bi-synthetic continuous variables were pooled at the cohort level and filtered to include 

only those present in final tri-synthetic outputs. Corresponding values were then extracted from 

base data and mono-synthetic equivalents. A min-max scalar was applied to normalize values 

between 0 and 1 (x-axis) for mean comparisons, after which scaled means were computed for each 

variable (y-axis).  

Figures 6  38 provide four visualizations per diagnostic cohort. The first two visualizations 

focus on continuous variables: 1) Scaled Means, highlighting cluster trends across dataset types 

(base, mono-synthetic, the three bi-synthetic combinations, and tri-synthetic data); and 2) Standard 

Deviations (z-score scaling), reflecting variability across datasets to assess distribution differences. 

The third visualization in each diagnostic cohort presents the mode distributions of 



categorical and ordinal variables common across all synthetic datasets, illustrating changes and 

stability in modal tendencies throughout the synthetic pipeline. Finally, the fourth visualization, 

mode dominance, shows the percentage of valid variable values represented by the mode, a useful 

measure for identifying categorical/ordinal coalescence. Together these figures provide a 

comprehensive view of intra-variable dataset drift. 

Across all four visualizations for each diagnostic cohort, y-axis ticks represent distinct 

variables. They are not in any particular order. 

A Note on Harmonization 

Unlike bi- and tri-synthetic datasets, mono-synthetic datasets were not harmonized using 

BHM or rebalanced with PSM or IPW. This decision was based on the fact that each mono-

synthetic dataset was generated independently from a single source: BRFSS, NHANES, or NHIS. 

The principle purpose of BHM PSM IPW being to estimate latent distributions using all data 

sources, mono-synthetic datasets remained outside this scope. Instead, their purpose was to reflect 

their respective data sources directly. As detailed in Chapter 3, mono-synthetic data sources were 

later combined into unique pairs BRFSS/NHANES, BRFSS/NHIS, NHANES/NHIS at which 

point they were treated as independent samples of the same U.S. population. 

Visualizations 

The following visualizations are organized by diagnostic cohort and are presented with 

minimal commentary. Most of the patterns are consistent across cohorts, so I make key 

observations but do not redundantly describe them for every cohort. 

 After these visualizations, I summarize consistencies observed in these intra-variable 

distributional measures before shifting focus to inter-variable analyses, examining stable 

relationships between variables using statistical models.  

 



 Angina/CHD. 

Continuous Variables. 

 
Figure 8. Scaled means of base & synthetic datasets for included continuous variables,  
               Angina/CHD diagnostic cohort 
 

 The above figure reflects scaled means for all continuous variables that were common 

across the synthesis pipeline for the Angina/CHD cohort. The blue circles are variable averages of 

base data, which were characteristically lower than all derivatives, despite several being higher 

than most of the bi-synthetic derivatives. Mono-synthetic means of each variable are consistently 

higher than all other comparators, including the base data. The tri-synthetic data, represented by 

reddish diamonds, smooth the difference, residing roughly in the middle between initial mono-

synthetic derivatives and the bi-synthetic datasets. This makes sense on account of the bi-synthetic 

data being both rebalanced and fed into tri-synthetic generation. 

  



 
Figure 9. Standard deviations of base & synthetic datasets for included continuous variables,  
               Angina/CHD diagnostic cohort 
 

In Figure 8 above, you see standard deviations for continuous variables in the Angina/CHD 

cohort across base and synthetic data. Outliers appear most heavily compressed in the tri-synthetic 

dataset, reflecting anticipated convergence around primary population trends (i.e., global optima). 

This is unsurprising. It is also interesting that the initial unbalanced mono-synthetic data (before 

BHM standardization) have the greatest standard deviations across the whole set. 

Also, as you may remember, the provided base data have already been aggregated into 

generalizable pattern groups using weights. BRFSS, NHANES, and NHIS weights were used to 

generate representative samples for each respective dataset, meaning that the source data were 

already coalesced in aggregates of generalizable pattern groups hence, no diversity within each 

group, which partially explains why the base data and all subsequent synthetics were so close to 

the mean. This remains consistent across study diagnostic cohorts. 

Categorical & Ordinal Variables. 



 
Figure 10. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, Angina/CHD diagnostic cohort 
 

Turning our attention to non-continuous variables, the above visualization depicts mode 

drift in categorical and ordinal values. In this case, the data represent common data for the 

angina/CHD cohort. The more spread out, left-to-right, the colored shapes are along the same 

horizontal line, the more the modes shifted. Expectedly, most modes are very stable, though you 

can see a few green squares and blue circles where some modal shift may have occurred. 

Overall, the synthetic data pipeline did an excellent job maintaining categorical modes, and 

this is completely consistent with the literature. In synthetic data creation, the tendency is to 

converge on the central tendencies, and these data are confirmatory. 

 



 
Figure 11. Mode dominance of base & synthetic datasets for included categorical and ordinal  
                  variables, Angina/CHD diagnostic cohort 
 

 In Figure 10 above, we see an example of that modal convergence. Across variables, the 

most diffuse datasets were the base and mono-synthetic data, those closest to source. All three bi-

-synthetic datasets are merged into a 

single tri-synthetic dataset that we encounter predominant generality. The tri-synthetic dataset 

typify the population after maximal inclusion of all available samples, and in that generalizability, 

the exceptional is muted.   

This study aimed to abstract predominant patterns from diverse population samples rather 

than preserve full data diversity, while also exploring meta-patterns in synthetic data creation. 

However, were the intention to maintain original data patterns, iterative tuning for each separate 

combination of variable type, data source, and pipeline process might have better maintained. 

 



 Arthritis. 

Continuous Variables. 

 
Figure 12. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, Angina/CHD diagnostic cohort 
 
 

 
Figure 13. Standard deviations of base & synthetic datasets for included continuous variables,  
                 Arthritis diagnostic cohort 



 
Distributions of continuous for this arthritis are similar to those observed in the 

Angina/CHD cohort. Comparison of scaled means across base and synthetic datasets (Figure 11) 

show the greatest spread from single-source data base and mono-synthetic and the three bi-

synthetic datasets pull the single-source outliers back and sit closer to the smaller means of the 

base data. Then, as if to take moderation in moderation, the tri-synthetic final consolidation takes 

the middle road, smoothing differences after across all three unique combinations of bi-synthetic 

data derivatives were combined using BHM projections of latent population patterns (with PSM 

and IPW).  

Categorical & Ordinal Variables. 

 
Figure 14. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, Arthritis diagnostic cohort 
 
 One similar pattern observable in both this and the prior instance (Figure 9) is a marked 

modal difference between base and tri-synthetic variable values, though most remain stable.   



 
Figure 15. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, Arthritis diagnostic cohort 
 

 Again, there is modal convergence in the tri-synthetic outputs. Mono-synthetic datasets 

were derived from base data, so it makes sense that they would retain the greatest mode 

distribution. 

 COPD. 

Continuous Variables. 

As seen below, the distributions of each dataset type remain consistent across continuous 

(Figure 15 and Figure 16) and non-continuous variables (Figure 17 & Figure 18). Incorporating 

more datasets to resolve population health signals converge them into generalizable findings at the 

cost of data diversity. 



 
Figure 16. Scaled means of base & synthetic datasets for included continuous variables, COPD  
                  diagnostic cohort 
 

 
Figure 17. Standard deviations of base & synthetic datasets for included continuous variables,  
                 COPD diagnostic cohort 
 



Categorical & Ordinal Variables. 

 
Figure 18. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, COPD diagnostic cohort 
 

 Just as with the angina/CHD and arthritis cohorts, COPD cohort data indicate modal shifts 

for about 10% of variables. Notably, tri-synthetic data derived from larger bi-synthetic samples 

more closely resemble mono-synthetic and base data, suggesting that increased sample sizes 

improve distributional stability. Since weighted sample sizes were determined by the projected 

prevalence of each diagnostic cohort, conditions with higher prevalence such as arthritis, 

hypercholesterolemia, and hypertension exhibit less drift than lower-prevalence cohorts (e.g., MI 

and stroke). This aligns with existing literature: smaller samples are more sensitive to outliers, 

predictive analytics tend toward inaccuracies, and machine learning models (including VAEs and 

GANs) struggle to discriminate stable patterns from noise in limited data. 



 
Figure 19. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, COPD diagnostic cohort 
 

 The same patterns present themselves in Figure 18, with a trend of smallest modal 

dominance in base and mono-synthetic data. As the symbols move rightward, there is increased 

modal dominance, convergence around the fundamental pattern within the data. This smoothing 

occurs noticeably with bi-synthetic combinations of mono-synthetic pairs, but is most pronounced 

with tri-synthetic data.  

 

 Diabetes. 

 The diabetes cohort follows the same patterns as the above. 

Continuous Variables. 



 
Figure 20. Scaled means of base & synthetic datasets for included continuous variables, Diabetes  
                  diagnostic cohort 
 

 
Figure 21. Standard deviations of base & synthetic datasets for included continuous variables,  
                 Diabetes diagnostic cohort 
 



Categorical & Ordinal Variables. 
 

 
Figure 22. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, Diabetes diagnostic cohort 
 

 
Figure 23. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, Diabetes diagnostic cohort 



 Hypercholesterolemia. 

Continuous Variables. 
 

 
Figure 24. Scaled means of base & synthetic datasets for included continuous variables,  
                  Hypercholesterolemia diagnostic cohort 
 

 
Figure 25. Standard deviations of base & synthetic datasets for included continuous variables,  
                 Hypercholesterolemia diagnostic cohort 



Categorical & Ordinal Variables. 

 
Figure 26. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, Hypercholesterolemia diagnostic cohort 
 

 
Figure 27. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, Hypercholesterolemia cohort 
 



 Hypertension. 

Continuous Variables. 

 
Figure 28. Scaled means of base & synthetic datasets for included continuous variables,  
                  Hypertension diagnostic cohort 
 

 
Figure 29. Standard deviations of base & synthetic datasets for included continuous variables,  
                 Hypertension diagnostic cohort 



Categorical & Ordinal Variables. 

 
Figure 30. Mode distributions of base & synthetic datasets for included categorical and ordinal 
variables, Hypertension diagnostic cohort 
 

 
Figure 31. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, Hypertension diagnostic cohort 
 



 MI. 

Continuous Variables. 

 
Figure 32. Scaled means of base & synthetic datasets for included continuous variables, MI  
                  diagnostic cohort 
 

 
Figure 33. Standard deviations of base & synthetic datasets for included continuous variables, MI  
                  diagnostic cohort 



Categorical & Ordinal Variables. 

 
Figure 34. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, MI diagnostic cohort 
 

 
Figure 35. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, MI diagnostic cohort 
 



 Stroke. 

Continuous Variables. 

 
Figure 36. Scaled means of base & synthetic datasets for included continuous variables, Stroke  
                  diagnostic cohort 
 

 
Figure 37. Standard deviations of base & synthetic datasets for included continuous variables, | 
                  Stroke diagnostic cohort 



Categorical & Ordinal Variables. 

 
Figure 38. Mode distributions of base & synthetic datasets for included categorical and ordinal  
                  variables, Stroke diagnostic cohort 
 

 
Figure 39. Mode dominance for included categorical and ordinal variables in base & synthetic  
                  datasets, Stroke diagnostic cohort 
 



Consistent Findings. Several distributional patterns emerge from the synthetic data 

pipeline. Mono-synthetic data exhibit consistently higher mean values than both base and bi-

synthetic datasets. Tri-synthetic means moderate between bi-synthetic and mono-synthetic outputs, 

but standard deviations shrink in the tri-synthetic datasets. This reflects a compression of outliers 

and convergence toward central population trends present across data sources. This makes sense, 

because bi-synthetic datasets were rebalanced before being synthesized into tri-synthetic outputs, 

reinforcing global optima within the population. The base datasets (BRFSS, NHANES, NHIS) 

were already weighted by survey statisticians, so they exhibit less deviation than mono-synthetic 

data but have more variability than tri-synthetic outputs.  

 Mode distributions are largely stable across the pipeline, but modal drift appears to occur in 

about 10% of categorical/ordinal variables. Mono-synthetic datasets retain greater mode diversity 

reflective of their single-source origins, while bi-synthetic datasets begin to standardize these 

distributions as different sources are merged together. The tri-synthetic dataset shows the strongest 

modal convergence, as expected from its role in integrating all bi-synthetic derivations into a 

single, unified distribution. Interestingly, the base datasets, having been pre-weighted for 

representativeness, show closer alignment with bi- and tri-synthetic outputs than with the mono-

synthetic ones. 

 Across all datasets, the percentage of valid values corresponding to the mode increases with 

the departure from base and mono-synthetic data into bi- and tri-synthetic outputs. This indicates a 

progressive reinforcement of central tendencies, leading to clearer distinctions in dominant 

categories. Bi-synthetic datasets smoothed initial differences, while tri-synthetic datasets displayed 

the strongest modal dominance.   

Intra-Variable Distributions 

 Whereas the prior section considered how successive synthetic data generation 



incorporating more sources affected intra-variable distributions, this section compares its effect son 

inter-variable relationships. The variables in-scope for this analysis include all that were present 

from base through tri-synthetic data.  

 Figures 39-54 show examples of correlation matrices representing comparisons of inter-

variable relationships for a shared subset of data specifically, 100 randomly selected rows from 

the dataset pool present in preprocessed, filtered base and mono-synthetic data, two or more bi-

synthetic datasets, and the final tri-synthetic dataset. Final tri-synthetic outputs for each diagnostic 

cohort range from 528 to 582 columns, making it impractical to include them all. By restricting the 

view to this common subset, the matrices allow for a controlled comparison of how correlations 

among variables tended to shift across differently constructed cohorts.  

 Initial Correlation Matrices (Pearson). The first set of comparison heatmap 

visualizations below (odd-numbered Figures 39-53) offers a snapshot of inter-variable 

relationships within each cohort/dataset combination. The color of each cell represents the strength 

and direction of the linear relationship between pairs of variables intensity of red indicates its 

positive correlation, blue its negative correlation, and white for no correlation. Diagonal values are 

always perfectly correlated, because they are self-to-self relationships and therefore always perfect. 

By examining how these correlations shift across synthetic cohorts, it becomes possible to infer 

whether joint distributions (and not just marginal properties) have been preserved or distorted by 

the generative process. Simply put, differences in off-diagonal values highlight changes in how 

variables relate to one another across datasets. 

 In some cases, strong correlations in one matrix are diminished or even reversed in another, 

suggesting that the synthetic sampling or post-processing (e.g., BHM matching and subsequent 

weighting) alters the underlying data structure. These shifts offer a visual and quantitative glimpse 

into how synthetic construction and adjustment procedures reshape variable dependencies, even 



when the individual values remain marginally similar. Several patterns are described below, 

consistent across all cohorts and every random 100-variable sampling of the distribution. 

 The gray areas in each matrix indicates missing or structurally empty variables. In the base 

Correlation Matrix, grayed-out cells reflect variables being present in one dataset (NHANES, 

NHIS, BRFSS) but not the others they had not yet been joined or harmonized. The purpose here 

is to observe correlation drift across downstream, derived datasets. The diminishing gray in each 

Mono Correlation Matrix reflects indirect imputation through the VAE GAN process base data 

variables that persisted through final mono-synthetic datasets were more likely to appear into tri-

synthetic datasets than those filtered earlier.   

Importantly, these visuals show that each separate bi-synthetic data source (NHANES-

BRFSS, NHANES-NHIS, and BRFSS_NHIS) contributed a different amount of usable variable 

information to the final tri-synthetic dataset. Across every cohort, the NHANES-NHIS merge 

yielded in the most stable, BHM-aligned distributions, disproportionately shaping the tri-synthetic 

dataset. NHANES-BRFSS contributed the second-most, though the correlation matrices show 

much more sparsity, suggesting wider divergence in sampling frames between those two sources. 

The weakest alignment was observed in BRFSS-NHIS, contributing least to the tri-synthetic data 

reflected in Tri Correlation Matrix. Clearly, sampling frames based on age, sex, 

race/ethnicity, and derived cohort-level propensity scores differ substantively across these data 

sources. 

In retrospect, perhaps this could have been anticipated. BRFSS data collection varies across 

states in questionnaire content, sampling biases, population distributions, and survey 

administration whereas both NHIS and NHANES are centrally managed and nationally 

representative. Project data indicate that when BRFSS was included, increased noise and projection 

misalignment followed, indicating that stable generalizations about population health patterns 



within included diagnostic cohorts are more dependably derived from NHANES and NHIS than 

BRFSS. 

The gray areas in the Tri Correlation Matrix for each cohort are most likely the result of 

compression into NaN columns during the BHM PSM IPW resampling process used to 

generate the tri-synthetic data. All three bi-synthetic datasets were joined at this stage, but 

imputation based on linking variables may have insufficiently resolved missingness, resulting in 

null outputs that rendered some variables incomparable in the final correlation matrix. 

 Correlation Shift Matrices. The second set of comparison heatmap visualizations below 

(even-numbered Figures 40-54) reflects mean absolute correlation shifts across the 100 randomly-

selected comparator variables. These values were computed by first calculating the Pearson 

correlation matrices for each dataset, including the base, mono-synthetic, bi-synthetic (NHANES-

BRFSS, NHANES-NHIS, BRFSS-NHIS), and tri-s

correlation matrix was then compared to the base by taking the absolute difference between 

corresponding correlation values for every pair of variables. This yielded a correlation shift matrix 

for each dataset, with higher values indicating greater divergence in inter-variable relationships 

relative to the base data. 

Lower values (i.e. lighter squares) show greater structural similarity to the base data. 

Missing values (NaNs) were excluded rather than imputed for these calculations to avoid 

introducing new biases. Gray in each plot indicates the same missingness patterns observed in the 

Pearson correlation matrices: they indicate variable pairs for which meaningful (non-NaN) 

correlation values were not available in both of the datasets being compared.  

 Each series of correlation and correlational shift matrices can be found below, stratified by 

diagnostic cohort. Due to their cross-similarities, I leave my observations until the end, after which 

I provide quantified average correlation shifts in Table 7. 



 Angina/CHD. 

 
Figure 40. Pearson correlation heatmap grids for 100-variable subsample of Angina/CHD 



 
Figure 41. Correlation shift heatmap grids for 100-variable subsample of Angina/CHD datasets 
 



 Arthritis. 

 
Figure 42. Pearson correlation heatmap grids for 100-variable subsample of Arthritis datasets 



 
Figure 43. Correlation shift heatmap grids for 100-variable subsample of Arthritis datasets 



 COPD. 

 
Figure 44. Pearson correlation heatmap grids for 100-variable subsample of COPD datasets 



 
Figure 45. Correlation shift heatmap grids for 100-variable subsample of COPD datasets 



Diabetes 

 
Figure 46. Pearson correlation heatmap grids for 100-variable subsample of Diabetes datasets 



 
Figure 47. Correlation shift heatmap grids for 100-variable subsample of Diabetes datasets 



 Hypercholesterolemia. 

 
Figure 48. Pearson correlation heatmap grids for 100-variable subsample of  
                  Hypercholesterolemia datasets 



 
Figure 49. Correlation shift heatmap grids for 100-variable subsample of Hypercholesterolemia  
                  datasets 



 Hypertension. 

 
Figure 50. Pearson correlation heatmap grids for 100-variable subsample of Hypertension  
                  datasets 



 
Figure 51. Correlation shift heatmap grids for 100-variable subsample of Hypertension datasets 



 MI. 

 
Figure 52. Pearson correlation heatmap grids for 100-variable subsample of MI datasets 



 
Figure 53. Correlation shift heatmap grids for 100-variable subsample of MI datasets 



Stroke 
 

 
Figure 54. Pearson correlation heatmap grids for 100-variable subsample of Stroke datasets 



 
Figure 55. Correlation shift heatmap grids for 100-variable subsample of Stroke datasets 



 General Observations. Visual comparison of the above correlation and drift matrices 

confirms that gray areas and missingness patterns are consistent across diagnostic cohorts. 

Distributions of stability relative to base data also appear generally consistent NHANES-NHIS 

bi-synthetic data appear the most stable, followed by the mono-synthetic dataset, NHANES-

BRFSS, tri-synthetic, and BRFSS-NHIS data within each cohort. This holds true visually in both 

correlation matrices and mean absolute correlation shift values, suggesting high generalizability 

across health conditions. 

 The mono-synthetic datasets display similar variable groupings to the base data, but often 

with slightly weakened or intensified correlations. There are also some subtle redistributions of 

structure correlation shift matrices show moderate shifts consistently more stable than BRFSS-

NHIS but less so than NHANES-NHIS. Considered together, mono-synthetic matrices retain their 

structure but add variability, suggesting that the VAE GAN pipeline successfully preserved many 

core relationships, even as it introduced additional variation. 

 It is clear that NHANES-NHIS (bi-synthetic) data provide the most stable synthetic 

structure. In every cohort, NHANES-NHIS consistently shows the lowest mean correlation shifts. 

This means that it mostly strongly preserves iter-variable relationships compared to the base 

dataset. Its correlation matrices quite closely resemble the base in both overall structure and 

presence of off-diagonal relationships. The BHM PSM IPW pipeline seems to have been most 

effective when merging these two nationally representative datasets together. 

 In contrast, BRFSS-NHIS exhibits the greatest divergence from base data. Across all eight 

cohorts, BRFSS-NHIS shows the highest correlational shifts alongside more visual noise, weaker 

structure, and significant degradation of variable relationships. Its correlation matrices frequently 

lack the strong patterns observed in the base, and show fewer clearly-preserved variable groupings. 

Alongside high synthetic data missingness post BHM PSM IPW (represented by gray), this 



points to instability in the joint distributions when BRFSS is merged with NHIS likely due to 

underlying sampling frame mismatches and less-compatible variable distributions. 

 NHANES-BRFSS bi-synthetic data seems to split the difference, consistently performing 

more stably than BRFSS-NHIS but less so than NHANES-NHIS. Across diagnostic cohorts, 

NHANES-BRFSS correlation matrices show partial retention of structure, and correlation shift 

matrices reflect moderate distortions. Sampling design differences between NHANES and BRFSS 

likely contribute to these results. 

 Tri-synthetic datasets indicate weighted aggregation of all three bi-synthetic sources, 

showing partial preservation of structure but never outperforming the best bi-synthetic set. Their 

shift matrices show moderate-to-high divergence, suggesting that the BHM PSM IPW 

weighting strategy carries forward instability from weaker inputs (especially BRFSS-NHIS). 

Across all cohorts, tri-synthetic data sit structurally between NHANES-NHIS and BRFSS-NHIS, 

consistent with its being a weighted hybrid. 

 Summary Table. To summarize each matrix, the mean of all non-null correlation shifts 

calculated, producing a single metric amalgamating two 

factors:  

1. Overall structural stability, where lower mean shift values (lighter colors) indicate 

stronger preservation of joint distributions, and higher values (deeper red) reflect more 

pronounced distortion. 

2. Differences between individual base data and latent population patterns, inferred 

through generalizable signals across datasets following the BHM PSM IPW 

reweighting process.  

These summarizing mean correlation shifts for the 100 randomly-selected samples are presented 

below in Table 7. 



Table 7. Mean Correlation Shifts Dataset Away from Base 

  
angina/ 
CHD arthritis COPD diabetes hyperchol hypertens MI stroke 

Mono 0.264 0.269 0.283 0.273 0.247 0.256 0.266 0.276 
NHANES-NHIS 0.230 0.210 0.205 0.230 0.221 0.179 0.273 0.194 
NHANES-BRFSS 0.252 0.292 0.262 0.260 0.250 0.233 0.208 0.229 
BRFSS-NHIS 0.288 0.264 0.232 0.206 0.288 0.261 0.237 0.297 
Tri 0.281 0.242 0.265 0.204 0.288 0.258 0.239 0.267 

 
 
 
These values capture how much inter-variable relationships differ from the original dataset, with 

lower values indicating greater structural fidelity. In context of the visual correlation inspections 

performed above, several observations can be made. 

 First, NHANES-NHIS shows the greatest overall structural stability with the lowest mean 

correlational shift in six of the eight cohorts (arthritis, COPD, hypercholesterolemia, hypertension, 

MI, stroke). Its values range from 0.179 (hypertension) to 0.273 (MI), consistently outperforming 

other datasets. This confirms that nationally representative, centrally-administered sources of 

public data (NHANES and NHIS) are best aligned in preserving joint distributions after the 

BHM PSM IPW pipeline approach. In stark contrast, BRFSS-NHIS produces the most 

structural instability, with the highest shift in four cohorts (angina/CHD, hypercholesterolemia, 

hypertension, stroke), never ranking first or second in any cohort. The BHM alignment strategy 

could not fully resolve the noise introduced by the state-managed BRFSS survey design. 

All mono-synthetic datasets performed consistently well, ranking either best or second-best 

in multiple cohorts, including: angina, arthritis, COPD, diabetes, MI, and stroke. Their values are 

tightly clustered (0.264 to 0.283 across angina, arthritis, and COPD), showing reliable preservation 

of core variable structures by the VAE GAN generative process. Consistent with the visual 

analysis above, NHANES-BRFSS is the most highly variable, fluctuating the greatest amount 

across cohorts it performed well in MI (0.208) and angina/CHD (0.252), but poorly in arthritis 



(0.292) and hypertension (0.233). These inconsistencies may reflect selective compatibility 

between NHANES and BRFSS depending on cohort-specific key variable composition.  

Finally, correlational drift of tri-synthetic data consistently falls in the middle, most often 

tracking closer to BRFSS-NHIS than to the more stable datasets. Tri-synthetic datasets exhibit 

moderate-to-high divergence, often tracking close to BRFSS-NHIS (e.g., 0.288 in 

hypercholesterolemia, and 0.258 in hypertension). Their performance never rises above third place, 

confirming that even modest contributions from misaligned sources like BRFSS-NHIS degrade 

overall structure. In some sense, this tri-synthetic performance can be understood as a weighted 

average of strengths and weaknesses across its three input bi-synthetic sources. 

 Trade-Offs. The synthetic data generation process sacrifices individual-level variability in 

favor of population-wide generalizability. As more datasets are incorporated (mono- to bi- to tri-

synthetic), increased coalescence of population health signals come at the cost of fine-grained data 

diversity. This is consistent across all diagnostic cohorts, though lower-prevalence conditions seem 

slightly more sensitive to sampling noise and outlier effects. This last point is in lockstep with the 

literature smaller datasets are characteristically more susceptible to outliers, and AI/ML models 

struggle to differentiate stable patterns from noise as datasets become increasingly limited.  

 Overall, observed patterns across all eight diagnostic cohorts confirm expected priorities of 

synthetic data creation to wit, a gradual convergence of both continuous and categorical variables 

toward increasingly generalizable population-level distributions. In some situations, this is a 

desirable outcome for public health modeling but further tuning would be required were greater 

retention of subpopulation nuances desired. 

Summary 

To reassert the purpose of this study, the objective was never to maintain the full diversity 

of base information but to infer the predominant patterns abstracted from multiple independent 



population samples. The intent was also to explore the meta-patterns inherent to synthetic data 

creation. With each level of abstraction, primary signals converge, resulting in decreasing diversity 

of variable values and increasing synthetic data tendencies to coalesce around central tendencies. 

As such, standard deviations get smaller over time; the generalizability increases which is to say, 

retained patterns increasingly conform to that which is most generally applicable overall to the 

whole population; and, in turn, local optima are smoothed out as global optima become 

increasingly central. 

Perhaps the most critical point of this research project is that convergence of global 

optima;, inferred from latent structural patterns in the underlying data, tends to skew toward overly 

simplified representations lower resolution data structures, lower-dimensional representations, 

lower variance across common dimensions. In effect, this is the machine learning equivalent of 

population health trends ascertained by traditional statistical methods; and while this is well 

established in the literature, this investigation demonstrates a tension between global 

generalizability and local accuracy. 

Much as neural network activity in human brains seems to converge around what is true of 

groups of objects, people, countries, times, cultures this utilization of AI/ML neural networks 

likewise smooths differences into the most consistent tendencies, often at the cost of idiosyncratic 

variation n 

that, by definition, we cannot use to generalize. We cannot understand what all men think after 

speaking to one man, or perhaps even a million men.  

 This neurophysiological tendency has further implications. After a phenomena is classified 

into categories, viz a viz ordinal and categorical variables, we proceed to generalize according to 

common experiences with those phenomena. The tendencies become, in the mind, representative 

of the thing itself. Yet, the exceptional is always present at the local not the global just as 



population health is only real at the person level; and in our abstraction we definitionally smooth 

differences and converge on shared tendencies across samples. 

 In Figure 7 this same tendency across ordinal and categorical variables can be clearly seen. 

Each successive layer of abstraction and resmoothing converges on the similar that which 

typifies that variable dimension globally. This is consistent with observations in the literature about 

ML models amplifying biases, but the reality may be far more pernicious and base: ML models 

converge on the most generalizable abstractions. Despite addition of Gaussian noise and deliberate 

protection of de-dimensionalized variable distributions through iterative fine-tuning and sample 

diversification, individualistic outlier cases are nonetheless subsumed by statistical processing on 

population trends. 

 Strikingly, some computer science researchers covered in Chapter 2 employed a strategy of 

sequestering outliers, separately processing them from the convergence, and then artificially 

projecting (or joining) them with the converged model. But how is this different than over-tuning 

on noise? What is the actual difference between noise and signals in well-collected data if not 

differences in global versus local optima? Such studies assume a priori that data diverging from 

the pattern is equally accurate to the pattern itself, which may be as true as it is unfalsifiable. 

In truth, both the statistical methods of traditional epidemiology and modern AI/ML 

predictive analytics are relied upon to identify patterns across large representative samples. The 

relevance of a confusion matrix depicting predictive accuracy in true and false positives and 

negatives lies purely in their relative proportions not in their relation to any individual instance. 

 

  



Chapter 5: Conclusions and Future Work 

Introduction 

 A complex synthetic data generation pipeline was constructed to convert 3 different 

independent samples of data collected from the U.S. population BRFSS, NHANES, NHIS into 

mono-, bi-, and tri-synthetic datasets. Eight diagnostic cohorts were defined, and the following was 

created for each of them: 

 Three mono-synthetic datasets, one for each data source 

 Three bi-synthetic datasets, one for each unique combination of two data sources  

 BRFSS-NHANES 

 NHANES-NHIS 

 BRFSS-NHIS 

 One tri-synthetic dataset combining the three bi-synthetic datasets 

In total, a set of 56 synthetic datasets was produced. 

 The purpose of this study was to determine how synthetic data representations created in 

this way would compare in their generalizations of U.S. population health trends within each 

cohort. Following my literature review, I expected variation to diminish as base data were 

smoothed into successive synthetic derivatives. Gaussian noise and sampling strategies were used 

to alternately diverge and re-align data variation retained throughout the pipeline, as illustrated 

earlier in Figure 4.  

 As explored in Chapter 4, output distributions tended to compress at each step of the 

synthetic generation pipeline. Primary signals within data structures were maintained across the 

process, increasingly refined into common signals amid the ensembled noise of all three input 

datasets BRFSS, NHANES, and NHIS. The PSM and IPW approach of maintaining balance 

across age, sex, race/ethnicity segments using a separate BHM trace for each diagnostic cohort 



proved effective at maintaining representativeness at each stage. 

My research explores variation retention across multiple instantiations of derived latent 

patterns being expanded and combined. Incorporating multiple sources representing independent 

samples of the U.S. population, BHM was a major anchor to the pipeline across mono-synthetic, 

bi-synthetic, and tri-synthetic datasets. I have shown that generalizations using these synthetic 

amalgamations of variables appear to retain the strongest signals consistently observable across 

datasets. These preliminary findings suggest that this approach to analyzing significant population 

health trends can offer significant practical utility.  

 Synthetic datasets can amplify biases as easily as compensate for them. My pipeline 

remained grounded in population demographic distributions using a trace output from a BHM 

trained on all 3 primary data sources, differentiating likelihoods of inclusion in each diagnostic 

criteria using age, sex, and race/ethnicity. Subsequent PSM and IPW based on these BHM trace 

files were successful in maintaining generalizability to the U.S. population.  

Principal Findings 

 Across all eight diagnostic cohorts, Chapter 4 presented data suggesting that synthetic data 

produced through this pipeline consistently preserved dominant inter-variable structures while 

gradually compressing outlier variation. NHANES-NHIS bi-synthetic datasets emerged as the most 

structurally stable, reliably exhibiting the lowest mean correlation shift values across cohorts. 

BRFSS-NHIS, by contract, consistently introduced the greatest divergence likely a consequence 

of disjointed sampling frames and administrative decentralization. Tri-synthetic datasets displayed 

intermediate stability, reflecting the cumulative influence of all input sources but 

disproportionately weighted toward the more stable NHANES-NHIS pairings. 

 The mono-synthetic datasets retained considerable fidelity with initial data, suggesting that 

the VAE GAN architecture successfully encoded key latent relationships, even when trained on a 



single source. These trends helped across Pearson correlation matrices, correlation shift metrics, 

and repeated variable subsampling procedures, offering consistent evidence that the synthetic 

pipeline prioritized structural generalizability over the preservation of edge-case nuance. 

 Taken all together, these findings illustrate a broader epidemiological pattern: as synthetic 

data abstract upward from their original sources, they increasingly converge toward generalizable 

tendencies what is true across populations, not what is exceptional within them. This 

convergence is not a failure of the method but a feature of the modeling paradigm; neural networks 

and statistical weighting systems alike are optimized to retain what is common, compress what is 

rare, and produce outputs that reflect central tendencies. In public health, this offers immense value 

for high-level modeling and exploratory research, but with necessary caution for studies that 

depend on rare cases or subgroup-specific patterns.  

As with all abstractions, the synthetic representations produced here reflect the signal that 

survives aggregation and not the full complexity of the real. In the end, this question is not whether 

synthetic data are faithful copies of the original, but whether they are fit-for-purpose when the 

purpose is generalizable insight into holistic population health trends. 

Unexpected Computational Limitations 

 At the beginning of this project, I deliberately reduced variable scope using data-driven 

methods and constrained projected samples of each diagnostic cohort to only 5% of their 

anticipated generalizability. However, even with these limitations, the computational cost taxed all 

technologies to which I had immediate access. This was increasingly the case as synthetic data 

began generating smoothed, interpolated samples using VAE and GAN latent space representations 

surpassing initial data quantities. 

Whereas I planned to leverage PCA functions to automatically select whatever number of 

components captured a minimum of 95% data variance, this approach became infeasible with tri-



synthetic datasets containing millions of rows and thousands of one-hot encoded dimensions. I 

scoured the internet and found myriad tricks batching both inputs and outputs to manage RAM 

limitations, moving tensors across different GPUs was CUDA, setting variation thresholds, saving 

intermediate outputs to disk, experimenting with alternative ways to run PCA, and several other 

odds and ends that required me to substantially expand my programming capabilities over the 

course of this project.  

Conclusion 

 This study looked at how synthetic data could advance holistic views of public health. A 

comprehensive data synthesis pipeline was created and applied to three public datasets BRFSS, 

NHANES, and NHIS. This resulted in mono-synthetic, bi-synthetic, and tri-synthetic data artifacts 

for eight separate cohorts: 

 Angina/CHD 

 Arthritis 

 COPD / Emphysema / Chronic Bronchitis 

 Diabetes 

 Hypercholesterolemia 

 Hypertension 

 Myocardial Infarction 

 Stroke 

These were analyzed to determine how generalizations of U.S. population health trends varied 

across different levels of synthetic data abstraction. 

 Findings indicate that mono-synthetic datasets best preserved base data characteristics, with 

bi- and tri-synthetic datasets increasingly smoothing variances toward central tendencies, 

reinforcing shared patterns while diminishing outliers. With each additional synthetic data 



generation cycle, population-level trends became more pronounced and health indicators aligned 

more across datasets. BHM, PSM, and IPW proved effective in maintaining demographic balance 

across diagnostic cohorts, protecting generalizability to the U.S. population. 

 However, this came with trade-offs. As successive layers of synthetic generation reinforced 

commonalities, they also reduced variation, a phenomenon analogous to feature abstraction in deep 

learning. Subpopulation differences were obscured as common similarities became emphasized. 

Still, this research demonstrated that synthetic data can reveal meaningful population health trends 

and offer a viable strategy for integrating complementary data sources. Future applications of this 

approach should explore more targeted, directly falsifiable use cases, as well as evaluate the 

optimal balance between broad generalizability and the preservation of nuanced variation.  

This study highlights a fundamental tension in synthetic data generation: the more we 

generalize, the more we risk smoothing away the very variations that define subpopulations. In a 

our models can either capture broad trends 

applicable to the entire population, or pinpoint the nuances of smaller groups, but rarely both at 

once without manually defining contextualizing realities with subject matter expertise. Findings 

suggest that as latent structures are refined through successive synthesis, the most pervasive 

patterns will persist while outliers fade as noise contrasting general signals. Future research must 

determine where this trade-off becomes a liability when granularity is necessary for insight, and 

when broader generalizations are sufficient for meaningful conclusions informing public health 

policies and practices impacting one person at a time. 

Opportunities for Future Research 

This project highlights an area of tremendous opportunity at the intersection of data science 

and health research. Data generated using this approach can be used to infer latent patterns across a 

population, link variables to expand cross-source connections, and creating pools of sharable data 



that advance holistic views of public health.  

There are several ways in which future research could advance applications of this 

approach to synthetic data. In addition to hypothesis generation, similarly derived outputs should 

be tested to determine the extent to which synthetic data outputs accurately generalize to the 

broader population. This project emphasized generalizability to the whole U.S. population, 

excluding variables that did not. However, more targeted subpopulations could be considered, and 

synthetic outputs could be directly compared against primary data to assess whether sampled 

synthetic instances from complex latent structures might reveal variable relationships not easily 

observable in real world data. 

This approach could also be applied to analyzing trends over time, broadening the pool of 

potential predictors. Since cohort definitions can occur at any level of cohort or geographic 

granularity, synthetic data can sample derived distributions, clarifying patterns on continuums of 

general versus exceptional, and global versus local.  

The pipeline approach explored in this study is applicable to any series of datasets 

describing variation across the same or similar populations. It can be used at a cohort level with 

inclusion/exclusion criteria, or focus on key linking variables to infer patterns spanning 

geographies and demographic groups. Synthetics built with commercial real world data could 

cross-connect medical and pharmacy claims, or any disparate data representing the same group. In 

a sense, the resulting synthetic samples may paradoxically reflect true population-level disease 

prevalence, treatment pathways, or behaviors that are only partially observable in base data.  

To be clear, future instantiations of my approach could focus on outlier groups, but the 

tendency to dissolve outliers within those outlier groups would not be overcome. Rather, my 

findings indicate that successive smoothing and abstraction would converge on dominant central 

tendencies even within subgroups. This phenomenon, related to the ecological fallacy in traditional 



epidemiological methodologies, is related to the natural mathematical tension separating global and 

local optima. 

Global vs. Local Optima 

 A few meta-patterns emerged throughout this process on the topic of global versus local 

optimization. On the one hand, outliers and diversity in the data were lost with each series of 

smoothing latent representations. Yet, what remained is what affected the majority of the cohort

what typified that group generally. This is neither to suggest that loss of variance is good, nor that 

the strongest patterns apply to the entire cohort. But, this bears resemblance to abstraction in neural 

networks of another kind. 

Minds abstract patterns from higher-dimensional phenomena, environments so feature rich 

that they literally cannot be completely comprehended. In a real sense, we retain latent patterns and 

create synthetic instances in the form of imaginings or representations. Machine learning 

algorithms mimic what we observe around us and what we know of the human mind. But at root, 

perhaps balancing specifics with generalities (or people with ideas) comes down to an optimization 

problem that could, in future research, be quantified in terms of outlier retention. A future iteration 

of the pipeline approach I outline in this study might quantify where loss of granularity is 

acceptable and where it becomes analytically prohibitive when exceptional cases of local optima 

matter, and when they do not.  

Put succinctly, there exists a spectrum. At one end, local optima reflect ungeneralizable, 

individual cases; at the other, global optima reflect broad trends that smooth those cases into a 

larger signal. Manual efforts guided by a priori considerations of researchers (be they true or 

false) can mix these approaches to preserve both majority and minority signals. But automated, 

aligned, data-driven approaches cannot easily differentiate between training on local exceptions 

(i.e., outliers) and overfitting to data noise.  



To resolve this would require falsifiable hypotheses derived from synthetic data that can be 

validated through direct observation except all that can ever be directly observed is the local. All 

that exists are single instances in one place, of individuals in specific contexts; it is our pooling of 

those observations and their statistical abstraction that defines generalizable science. In other 

words, to abstract is to smooth. These study findings help explain the 

axiomatic contexts so called subject matter expertise as the predominant method of 

distinguishing meaningful exceptions from statistical noise while mediating between local and 

global optima.  

However tautological this manual tuning may appear, a fundamental incongruency persists 

between abstracting group-level trends (e.g., population health, predicted teen pregnancy, county 

immunization rates) and applying those trends to smaller subsets or individuals. This gap may 

remain insurmountable within data-driven methods until such conclusions can be reached without 

reliance on external conceptual frameworks whether expert knowledge or embedded priors or 

until models can tune to that which is otherwise indistinguishable from noise. 
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